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Rua Alves Redol, 9, 1000 Lisboa, Portugal
E-mail: ana.paiva@inesc.pt

Cataloging-in-Publication Data applied for

Die Deutsche Bibliothek - CIP-Einheitsaufnahme

Affective interactions : towards a new generation of computer
interfaces / Ana Paiva (ed.). - Berlin ; Heidelberg ; New York ;
Barcelona ; Hong Kong ; London ; Milan ; Paris ; Singapore ; Tokyo :
Springer, 2000

(Lecture notes in computer science ; Vol. 1814 : Lecture notes in
artificial intelligence)
ISBN 3-540-41520-3

CR Subject Classification (1998): H.5, I.3, I.2

ISBN 3-540-41520-3 Springer-Verlag Berlin Heidelberg New York

This work is subject to copyright. All rights are reserved, whether the whole or part of the material is
concerned, specifically the rights of translation, reprinting, re-use of illustrations, recitation, broadcasting,
reproduction on microfilms or in any other way, and storage in data banks. Duplication of this publication
or parts thereof is permitted only under the provisions of the German Copyright Law of September 9, 1965,
in its current version, and permission for use must always be obtained from Springer-Verlag. Violations are
liable for prosecution under the German Copyright Law.

Springer is a company in the BertelsmannSpringer publishing group.
c© Springer-Verlag Berlin Heidelberg 2000

Printed in Germany

Typesetting: Camera-ready by author, data conversion by DA-TeX Gerd Blumenstein
Printed on acid-free paper SPIN: 10720296 06/3142 5 4 3 2 1 0



Preface

Affective computing is a fascinating new area of research emerging in computer
science. It dwells on problems where “computing is related to, arises from or
deliberately influences emotions” (Affective Computing by Picard 1997). Follow-
ing this new research direction and considering the human element as crucial
in designing and implementing interactive intelligent interfaces, affective com-
puting is now influencing the way we shape, design, construct and evaluate hu-
man/computer and computer-mediated communication. But how can computers
play a role in affective interactions? How can they induce emotions, recognize
emotions, represent or express emotions? What kinds of interactions and what
kinds of mechanisms should they have in order for affective interactions to be
established with users?

To discuss these questions we decided to organise a one and a half day work-
shop entitled “Affective interactions: towards a new generation of interfaces” in
Sienna in conjunction with the 1999 I3 Annual Conference. This book brings to-
gether some selected papers presented as first drafts at the workshop plus some
extra contributions such as an interview with Prof. Rosalind Picard, a pioneer
researcher in this field.

The papers combine different perspectives, theories and cases showing how
to bring an affective dimension into the interaction between users and computer
applications.

I would like to take this opportunity to thank many people who were involved
in the preparation of this book, in particular the programme committee of the
workshop and the reviewers of the book. I also want to thank all my colleagues
at INESC-GAIVA group in Portugal and at the Imperial College, Department
of Electrical and Electronic Engineering, London, UK. Special thanks to Carlos
Martinho, Marco Vala and Nikos Drakos who helped me in the preparation of
the original proceedings used during the workshop and in the finalization of this
volume. Thanks to the I3 conference organisers for providing such an inspiring
setting to host the event. Thanks also to Mr. Alfred Hoffmann from Sringer for
his help and especially for his patience during the preparation of this volume.

It is my hope that the research presented in this book can contribute greatly
to an increased understanding of the role that affect plays in human/computer
and computer-mediated interactions as well as for stimulating further work in
this challenging new area of research.

February 2000 Ana Paiva
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Affective Interactions: Toward a New

Generation of Computer Interfaces?

Ana Paiva

IST and Instituto de Engenharia de Sistemas e Computadores
Rua Alves Redol, 9, 1000 Lisboa, Portugal.

Ana.Paiva@inesc.pt

Although emotions were, for a long time, considered undesirable for rational
behaviour, there is now evidence in Neuroscience and Psychology that shows
emotions to be an important factor in problem solving capabilities and intel-
ligence in general [8]. As a result, a strong new field is emerging in computer
science: Affective Computing, i.e. “computing that relates to, arises from or de-
liberately influences emotions” [21].

Following this new research orientation and considering the human-element
as crucial in designing and implementing interactive intelligent interfaces, this
book provides a view on the impact of affect in such interfaces. Thus, the title
“Affect in Interactions”, may be misleading, since we use “affective interactions”
not only to refer to human-human interactions, but mostly, as a reference to com-
puter mediated, generated or interpreted affective interactions. That is, we bring
computers into the affective loop by exploring affect in the human/computer in-
teraction loop. Secondly, we used the word “affective” (or affective phenomena)
rather than “emotional”, since although frequently used indistinguishably, the
term “affective” can be seen as more wide-ranging and therefore include, together
with emotions, other states such as moods or sentiments (see [11] and [12] for
good discussions on the differences between several affective phenomena).

Finally, assuming that interaction with computers should be grounded on
how people interact with each other, and considering that emotion plays a fun-
damental role in such communication, it is not only natural but indispensable
to study affect in human/computer interactions. In doing so, we expect to find
techniques and approaches that will allow us to augment the actual communica-
tion channel between machines and humans. But how can machines play a role
in affective communication? How can they induce emotion, recognize emotion or
represent emotions? What kinds of interactions and what kinds of mechanisms
should they have in order for affective interactions to be established with users?
This book tries, if not to provide some answers, at least to motivate for the
challenging problems of finding such answers.

1 Do We Really Need to Enrich Human/Computer
Interactions with an Affective Dimension?

One can look at today’s computer applications as a good starting point towards
the understanding of the role that affective elements play in the relations between

A. M. Paiva (Ed.): Affective Interactions, LNAI 1814, pp. 1–8, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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humans and machines. But to do that, evidences must be gathered on how
current Human/Machine interactions influence the user’s affective states.

Following such line of research, G. Wilson and A. Sasse [29] present an in-
teresting result of measuring stress levels of users interacting in a multimedia
conferencing environment with audio and video communication. In their research
they found that, although users did not register subjectively the difference be-
tween receiving 5 or 25 video frames per second (only 16% reported a frame rate
change) their physiological signals reported a significant increase of their stress
level (75 % of the participants showed significant increase in their stress level).
These results show that more research needs to be done on the analysis of affect
elements present in current human/computer interactions.

Although it is clear that affective interactions are richer and allow stronger
human relations, what is not so clear is in what situations one should call for
such type of interactions with computers. For example, if we want to buy and sell
shares on the Web, we may want a cold not emotional interaction (see R. Picard
interview in this book [22]). On the other hand, if we want an environment that
advises mothers in critical and stressfull situations [17], we will perhaps want
to consider the actual emotional state of the mother and take that into account
for the advice to give. So, evidences must be gathered to understand in which
situations it is effective to explore affective interactions.

In this book, Cooper et. al. [7] present an interesting study of the role of em-
pathy in teacher-children interactions. Based on evidence collected with children
and teachers, the paper provides a good example of interactions where affect
plays a fundamental role in achieving effective learning interactions. In the pa-
per some characteristics on what is considered to be an ”emphatic” teacher are
provided, such as for example, being open, warm, relaxed, smiling frequently,
using body language, among others. This analysis must serve as a reference for
those who intend to build computer based learning environments that provide
empathic interactions with the learners.

2 Capturing the User’s Affective States

Humans establish affective relations with the environment from birth. Starting
with the strong relation between the newborn baby and her mother, through the
relations children establish with their transitional objects, such as a teddy bear
or blanket, affect plays an important role in human development. Babies at 4
weeks give joy to their parents with their first smiles and at three months infants
can show an expression of rage denoting disappointment [27]. But infants not
only express emotions, but are also able to recognize emotions. Infants as young
as five months can discriminate among facial and vocal expressions of happy,
sad and angry emotions (see [26]). Voice and face become the channels for their
affective interactions.

For us humans, recognizing that the person seating in front of us in the
train gets distressed when the train stops for a while, with no apparent good
reason, seems to be not too difficult, and we do it all the time (with more or less
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success). The person may look repetitively at the watch, start shuffling his feet,
or simply smile in a forced manner. Some of these signals may reveal distress or
anxiety. For machines, recognizing emotions and distinguishing them from other
communicative or social signals is a difficult task since it needs to be seen within
a temporal and situational context [28]. But the advances in emotion recognition
seem to have gone closer to science fiction predictions than ever before. Some of
the most impressive results on emotion recognition were achieved by the group
of Rosalind Picard at the MIT media lab (see interview with Rosalind Picard in
this book [22]). The recognition of 8 emotional states (neutral; anger; hate; grief;
platonic love; romantic love; joy and reverence) was done with a high success
rate of 80%. Such rate was attained in a controlled situation with one subject
(actress) expressing a sequence of emotions. Although, extremely impressive,
there is still a long way to go for machines to be able to capture emotions by
different people, in different days, in non-controlled environments. But it is a
very good start.

But, as emotions can be expressed in different ways, through bodily re-
sponses, to language and behaviour changes, they therefore can be captured
also using different modalities and approaches, such as: recognition of emotions
in speech and voice intonation; recognition of emotions in facial expressions;
recognition of emotions in body gestures, posture or movement; physiological
signals recognition (such as respiration, heart rate, pulse, temperature, galvanic
skin conductivity, etc); and situation evaluation.

So, it is not surprising that some of the techniques for affect acquisition rely
on the physiological signals, capturing the body responses of the user, and others
rely more on the interpretation of the situation and thus evaluating the cognitive
response of the user. In this book some of these different approaches for emotion
recognition are discussed. Although they are different, as they capture different
expressions of emotion, they can be seen as complementary and part of a large
multi-modal affective sensory system. But, as argued in [21], the best recognition
is likely to come from the combination of the different modalities and including
not only low-level signal recognition but also higher-level reasoning about the
situation.

Wehrle and Kaiser [28] start with an argument for automatically interpreting
gestures and facial expressions in order to improve human-machine interactions.
In their paper, they show how to use an appraisal based approach to under-
stand the relation between emotion and facial expressions. Using FACS [11],
they established a link between facial actions with appraisal checks. Their results
were obtained using the Geneva Appraisal Manipulation Environment (GAME),
which is a tool for generating experimental computer games that translate psy-
chological postulates into specific micro-world scenarios. While playing the game,
participants are videotaped and these tape recordings allow an automatic anal-
ysis of the participants facial behaviour. The results obtained by Wehrle and
Kaiser [28] Kaiser stress the advantages of adopting an appraisal-based approach
which combines the subjective evaluation of a situation with the outcome of the
appraisal process to other components of emotions.
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Using a different modality G. Wilson and A. Sasse [29] show how measuring
physiological signals of negative emotions (focusing on stress) can be seen as
a more objective form of obtaining the user’s cost of media presentations. The
measurement of the stress level was done by analyzing the Blood Volume Pres-
sure (BVP), the Heart Rate (HR) and Galvanic Skin Response (GSR). These
signals were chosen as they are non-obtrusive and at the same time good indi-
cators of stress levels. The capture is done with equipment ProComp and the
signal analysis was based on the fact that high heart rate is associated with an
anxious state, GSR increase is also a good indicator of stress and decrease in
BVP amplitude suggests that a person is fearful and anxious.

Finally, the work by Paiva, Martinho & Machado (see [18]) shows a way by
which applications can take advantage of their current user modeling techniques
to obtain some situation modeling needed for a cognitive approach to affective
user modeling. Following a similar line of research as [28], in the presented work
the OCC [20] theory of emotions is used to illustrate how to capture elements
such as preferences or goals of the user, and use them to perform inferences
about the affective state of the user. Such approach is then contextualized in a
collaborative story creation environment called Teatrix [16] .

3 Representing and Reasoning with Affective States

In order for affective interactions to be established between machines and hu-
mans, computers may not only recognise the user’s affective states but also,
interpret and represent such affective states. Further, to exhibit affective be-
haviour in a coherent manner, computers themselves may incorporate models
of emotions through what R. Picard calls ”emotion synthesis”. Indeed, over the
last few years we have seen a growing interest on emotion theories and architec-
tures aiming at obtaining ”machine emotions”. However, this growth does not
mean that there is a clear consensus between the research communities on what
emotions are and what theories are better applied to obtain computer emotions.

For example, Castelfranchi ([6] in this book) sees emotions as complex states
constituted by the integration of mental, somatic, cognitive and motivational
components. The basic constituent elements of emotions are beliefs, evaluations,
goals, arousal- i. e. somatic, and the “tendency towards action”. In the paper
Castelfranchi looks at two aspects of emotions: (1) that they constitute rich men-
tal states and (2) that they are “felt”. This leads to a distinction between “cogni-
tive evaluation” versus “intuitive and implicit affective appraisal”. Castelfranchi
argues that a purely functional explanation of emotions (often found in some
theories of emotion) is incomplete as it ignores their subjective face. This does
not mean that beliefs, goals and expectations, elements associated with the cog-
nitive view of emotion, are second class elements in emotion generation. In fact,
such elements are crucial for what Castelfranchi considers as reason-based eval-
uation or “cognitive evaluation”. This analysis of “cognitive evaluation” versus
“intuitive and implicit affective appraisal” is extremely important as it provides
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us a framework for establishing a link between two different ways of addressing
emotion synthesis.

Following the cognitive evaluation view discussed by Castelfranchi, Antunes
& Coelho (see [3]) consider that one of the fundamental elements in such evalu-
ation are ”values”. They propose an architecture, which includes values as the
mechanism for goals adoption. Although relying deeply on a strong AI position
that sees emotions only at a cognitive level, the advantage of this architecture is
that there is a clear path between goals adoption and values, and thus, between
goals adoption and cognitive evaluation that leads to emotions.

In McCauley, Franklin and Bogner’s paper [19] the role of emotions appears
in an integrated architecture that focuses on achieving consciousness in intel-
ligent agents. Recently this link between consciousness and emotions has been
strengthened with the work by the neuroscientist Damasio [9] (see also R. Picard
interview in this book pp.215). Thus, motivated by the role that emotions play
in human cognition, Mc Cauley et. al present two intelligent agents that were
extended with emotional states. One of such agents, CMattie was designed to
model a global workspace of consciousness and includes modules for perception,
action selection, metacognition, associative memory, consciousness and emotions.
In CMattie emotions are represented by emotion codelets (a small piece of code
capable of performing some specific action under appropriate conditions) which
influence current action selection, by influencing other codelets and behaviours
of the agent. That is, the emotional states (with four emotions: anger, sadness,
happiness and fear) will affect its cognitive processes influencing its reasoning
and learning processes.

In Stevo Bozinovsky paper[5], emotions are used as elements in a learning
based agent. The presented learning mechanism allows the definition of a ”emo-
tion learning agent” which combines both genetic elements and behavioral ones.
Such an architecture was used to build a goal-keeper for a RoboCup [14]team
element. The training of such a goal keeper showed that a good performance can
be achieved using such an emotion-based architecture.

But, emotion synthesis can be used not only as a way to obtain more rational
behaviour, but also to convey to the users some degree of believability . André et
al.[1] present three systems (the Inhabitated Market Place, the Puppet Project
and the Presence System) where emotions and personality are used as a way of
conveying some believability of the life-like characters. In the presented work,
emotional behaviour is achieved through the use of two different emotion theo-
ries, in particular the OCC theory of emotions [20]. The systems presented and
the results achieved are indeed a good example of how emotions and personality
can be used effectively to convey beliebavility of the characters.

4 The Expression of Emotions in Machines

In the past few years, several research teams have been enriching their human-
computer interfaces with characters that exhibit facial and body expressions (see
for example [15] [24] [2]). As argued in [4], creating an animated visual charac-
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ter will be a common way to lend substance to our conversational computers.
Such characters aim at making the communication between users and machines
more effective, as the expressive power of the character can be combined with
its utterances and actions. Further, such characters can also be enriched with
emotional expressive power in order to both increase the believability as well as
their interaction power.

P. Rizzo’s paper (see [25]) discusses a set of hypotheses that are commonly
assumed when giving synthetic characters the power of emotional expression.
Those underlying assumptions are challenged and revisited in both a critical
and constructive way. By discussing assumptions such as ”the believability cru-
cially depends on the agent’s ability to show emotional behaviors” or ”the ability
to process affective states enables the agent to display emotional reactions; thus
enhancing believability” Rizzo challenges the researchers on affect and believ-
able agents to be more critical and to provide more evidences that believability,
emotional expression and synthesis can still walk hands in hands.

Pat George and Malcolm McIllhagga (in [13]) discuss how emotional infor-
mation can be communicated in a meaningful way to children using a virtual
environment. They discuss the meaning that young children place on facial ex-
pressions when gathering information about emotion, and present an empirical
study that shows how children discriminate among different emotional facial ex-
pressions in cartoon like characters. Further, they also examine how children
use such emotional expressions to build creatively emotional characters acting
within their stories.

At Microsoft, G. Ball and J. Breeze’s research (see [4]) focuses on personality
and its relation to external observable behaviors such as posture or gestures.
Focusing on animated characters, and assuming that personality can also be
conveyed by characteristic body motions, Ball and Breeze present a technique,
based on Bayesian networks, by which such body expression comes as a result
of the characters internal personality factors.

Poggi and Pelachaud (see [23])direct their attention to the affect content of
facial expressions and analyze the facial expression of emotion when contained in
communicative acts, such as suggesting, warning approving, etc. They go further
arguing that ”the core meaning that is contained in the expression of an emotion
is not only present in that emotion per se, but also in other kinds of communica-
tive signals” (such as for example emphasis). So, they argue for the need to look
at facial expression in animated characters through a compositional method in
order to capture the richness of possible meanings that underly communicative
facial expressions.

But affect does not only come in the form of facial or body expression. Emo-
tional states bind the reasoning influencing the behaviour, the decisions, the
speech, the choice of words, etc. In this book de Rosis and Grasso [10] present
some elements of natural language generation that not only take into account
the hearer’s affective state, but mostly, is performed aiming at deliberatively
influencing his/her emotional states. They study the role that affect plays in the
various stages of Natural Language Processing , and re-enunciate a set of prin-
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ciples and assumptions which are then revised in order to create more ”affective
texts”.

5 Final Remarks

This book combines different perspectives, theories and cases that show how
to bring an affective dimension into the interaction between users and com-
puter applications. It is my hope that the research presented in here can con-
tribute greatly to an increased understanding of the role that affect plays in
human/computer or computer-mediated interactions as well as for stimulating
further research in this challenging new field.
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Abstract. This paper considers how research into empathy in teaching
and learning can inform the research into intelligent systems and intelli-
gent agents embedded in educational applications. It also relates this re-
search to some analysis of classroom practice completed as part of the EU
funded NIMIS project. The project is developing three applications, one
of which aims to support writing development with young children aged
5-6 years based on a cartoon format. The NIMIS classroom as a whole
is designed to enhance and augment existing classroom practices and to
foster collaboration by non-intrusive hardware and intuitive hardware
and software interfaces. To this end it seeks to enhance both human and
electronic communication in the classroom. Empathy is central to ensur-
ing the quality of human communication and personal development. This
paper suggests that intelligent systems that can consider more carefully
the processes and feelings involved in human interactions in teaching and
learning, may promote higher quality support for students in classrooms.

1 Introduction

This paper considers how research into empathy in teaching and learning can
inform the research into intelligent systems and educational applications. It also
relates this research to the NIMIS project, one of the current i3 projects in Ex-
perimental School Environments. The main objective of NIMIS is to develop a
classroom for early learners, featuring a synergy between social, educational and
technological factors. This will be achieved through a range of classroom activi-
ties oriented towards learning to comprehend and manipulate a range of media
(text, pictures, animation, gesture, and sound). These activities take advantage
of the possibilities created through a unique combination of hardware and highly
interactive software. The NIMIS team believes that education of young children
can be improved by a new kind of classroom, one which respects that children
need to learn in the company of other children and their teacher, while tak-
ing advantage of adaptive and highly interactive learning environments. Young
pupils will experience enhanced classroom interaction through using networked

A. M. Paiva (Ed.): Affective Interactions, LNAI 1814, pp. 21–34, 2000.
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computers together with a large interactive display (electronic board) in a frame-
work called the Computer integrated Classroom (CiC). The project is developing
three applications, which aim to support literacy development and collaborative
skills with young children aged 5-8 years. The NIMIS classroom as a whole is
designed to enhance existing classroom practices and to foster collaboration by
non-intrusive hardware and intuitive hardware and software interfaces. To this
end it seeks to support both human and electronic communication in the class-
room. Empathy is central to ensuring the quality of human communication and
personal development. This paper suggests that intelligent systems that con-
sider more carefully the processes and feelings involved in human interactions
in teaching and learning, may provide higher quality support for students in
classrooms.

2 Educational Framework

The increasingly technicist approach to education in the eighties and nineties
has produced an inevitable response from the educationalists who prefer to vi-
sualise a whole child, a small human being, in the educational process, rather
than a pupil to whom information is transmitted. The revival of interest in
the more human aspects of institutions, in both the educational and business
world, through the development of emotional intelligence [9] is also testimony
to this. Despite government pressure for tightly controlled learning regimes, tick
lists of teaching competences, clearly defined standards and a strong emphasis
on subject knowledge in teacher training, especially in the United Kingdom at
present, research tends to suggest that this is not necessarily the route to the
most effective teaching and learning. Ironically, much research evidence suggests
that higher standards in education are achieved by the power of positive hu-
man relationships engendered between individuals in communities with shared
values [20,1,22]. This is not to say that subject knowledge is not important. On
the contrary, it is vital. However, unless it is harnessed to personal and commu-
nal relationships it can be perceived by children as detached, unattractive and
irrelevant. Unless knowledge holds personal meaning for the child and can be
internalised, it may well remain inaccessible and non-transferable [12].

Meaning is constructed through the continuous dialogue which takes place
in the teaching and learning process in all its various forms [27]. According to
Heathcote, learning is imbued with significance when one human being talks to
and listens to another [14]. Children come to classrooms with prior learning and
understanding, which has to be assessed, built on and incorporated into their
new frameworks of understanding [2, pg 50]. Central to learning therefore, is
not just the child’s ability to understand the teacher but the teacher’s ability
to understand the child and the diverse range and nature of understanding in
different children. This requires a considerable degree of empathy. This ‘sensitive
understanding’ (a phrase used by Carl Rogers in 1975 [26]) takes into account
emotional investment in learning and personal circumstances and peer relation-
ships as well as existing schemes of knowledge. Such understanding is dependent
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on the teacher’s ability to empathise with her students in all their different cir-
cumstances. Only by developing a rich understanding of her pupils and offering
diverse teaching methodology, at different attainment levels and with different
personal interaction, can the teacher properly scaffold learning and meet varying
learning needs. By targeting need effectively and facilitating success for differ-
ent pupils at different levels, the teacher builds the crucial self-esteem, which
enables children to take new risks in their understanding, allows them to modify
their existing beliefs and creates the atmosphere in which rapid learning can
take place.

3 Empathy in Intelligent Systems

Though an artificial tutor coupled with a believable agent cannot really em-
pathise with or understand the students to whom it responds, it can demon-
strate empathic characteristics which improve the learning climate and help to
meet the individual learning needs of students. Research in artificial intelligence
(AI) and computer mediated communication (CMC) has already identified a
range of empathic characteristics. These characteristics include: positive affir-
mation and understanding [29]; motivating aspects of facial expression, voice
tone and body language [23]; and the creation of a persona with empathic re-
sponses in combination with knowledge-based learning environments [17]. These
varying elements help to identify and meet learning needs in the right way at
the right time. Recent research into children’s responses to avatars showed the
particular importance of the listening response and the significance of ‘envelope
behaviours’ [3], which are also shown to be key empathic characteristics in the
recent research described later in this paper.

However at times, the traditional, real world models of teaching and learn-
ing, on which some artificial environments are modelled are less empathic than
they might be, based as they often are on a more traditional classroom teacher
approach. The commonly experienced ‘teacher’ model, which all developers have
experienced themselves at school and which must influence their thinking, is not
an ideal model for high quality learning. In a sense what we need to model our
agents on, is not so much the ‘common’ experience of teaching, as a best practice
model, which may be significantly different. Even if we had an accurate concept
of and personal experience of an exceptional classroom teacher (about which
there is limited current research), the well-known and frequently experienced
concept of a teacher is nearly always less than ideal. This is because teaching
and learning takes place, for the most part, in large classes, under relatively for-
mal and often pressured conditions, with teachers spending a large part of their
time managing and controlling, rather than being engaged in sensitive teaching
and learning. The ‘factory’ system of education commonly experienced both by
children and older students world-wide, does not create prime conditions for
teaching and learning and teachers themselves understand only too well, the
inadequacy of the conditions in which they normally work.
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Though teachers try to make the best of the constraints in schools, there is
an essential conflict between crowd control and learning. This conflict turns good
classroom teaching and all the complexity that it involves, into a highly skilled
art, but one which frequently confuses classroom management with teaching and
learning. Though we can observe good teachers at work in classrooms, perhaps
we also need to produce a more accurate model of a good tutor in one-to-one or
small group situations. Intelligent tutors have the distinct advantage of working
one-to-one and we need to understand what high quality one to one teaching
can be like, rather than the more frequently seen one to thirty technique, which
is inevitably very different. If we remove the ‘crowd control’ elements, perhaps
we can come closer to modelling a more effective personal tutor. Equally, if we
can understand some of the constraints and pressures on the teacher, created by
managing large groups, we may be better able to capitalise on the strengths of
the artificial support and provide more appropriate support in the classroom as
a whole.

A few examples of the kinds of behaviour, embedded in intelligent systems,
which tend to emerge from the ‘one to thirty’ scenario are such things as:

– making students wait for a response .This is inevitable in a classroom but
can be perverse in a one to one situation.

– the use of facial expression and body language suggesting impatience and
frustration with the student. This is typically found in a classroom where a
teacher is under severe time constraints and required to manage large groups
of learners, with varying levels of attainment, through a prescribed and, at
times, inflexible curriculum.

– a strongly instructive approach to learning. This is a process often forced
through lack of time when dealing with large numbers.

– a tendency to over control the entire learning process. This is a feature
brought about by the need for the traditional teacher to run a whole class
and manage multiple students and constraints in a complex environment.

The complex task of running a whole classroom tends to shift the balance in
the classroom away from learning and towards control. In a sense, an empathic
relationship demands a more but not entirely equal role between student and
teacher, one where the teacher allows freedom where it is appropriate but also
gives support and direction when it is needed. One response by researchers in
artificial intelligence to these inherently inadequate but commonly experienced
tutor models, seems to have been to turn to the peer model instead, under the
auspices of collaborative learning [25,13]. Though this is viable and understand-
able in terms of offering a more equal relationship, which initially may appear
more empathic and is important for learning, the peer model can also present
problems in terms of meeting individual needs, if it is used as the key support.
Whereas a peer might be helpful to a fellow student, they are not in the same
position of responsibility to another student in the way that a teacher is. Given
a choice between meeting their own and another’s needs, they are quite likely to
choose their own and are unlikely to have the time to devote to another student
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with considerable problems. Peers frequently compare themselves with and com-
pete with one another and the education system and society at large positively
encourages this. This makes peer co-operation and support difficult to ensure.
Neither do peers generally have the same experience and expertise as the teacher
in order to give the most appropriate scaffolding. Peer ‘support’ can at times be
unhelpful if there is no appropriate teacher intervention.

Complex peer relationships can be taken into account by an expert teacher
working with a group and they can then make appropriate decisions and re-
sponses which recognise and compensate for differences and problems. For ex-
ample, dominating students may be encouraged to listen more and shy students
encouraged to express their views. However with no structure or intervention
or variety of approach, group activities can rapidly deteriorate into a battle for
supremacy, which some students are ill-equipped to handle. If the values sup-
ported by artificial intelligence are to be inclusive then over-reliance on peer
tutoring, may produce an inadequate model.

The problems raised by peer discussion led AI to try various computer in-
terventions in the role of facilitator with sentence openers and suggestions for
initiating dialogue [29,25] in conjunction with considerable research into dialogue
analysis. Dialogue support is helpful in some circumstances and encourages stu-
dent involvement but it is also limited because it often avoids the adoption of a
directive or expert interventionist role, which is also necessary for learning. ‘Con-
tingent teaching’ described by David Wood [28], requires careful monitoring and
intervention by the tutor. Particularly with young children or new students or
students who are short of confidence, a teacher needs to know when to give very
concrete and specific support to promote development or perhaps to prevent a
student being distracted from completing a larger task. For example, for a child
who is a confident reader, it might be appropriate to ask them to sound out a
longer word, in the middle of a story, as it would not interrupt their flow. How-
ever, a less confident child or more novice reader might find this disruptive, so
the teacher might quickly read the word for the child to maintain the flow. Being
able to give support can be as important as being able to stand back; the impor-
tant element is knowing when to do both. These decisions are very finely tuned
and dependent on the teacher having a rich understanding of each student both
emotionally and academically. One student for example, could take correction
more easily than another. For some students, criticism could be devastating and
inhibit further learning. Student responses can vary between and within sessions
making rules and guidelines for positive dialogues difficult to extricate. An ob-
servant tutor will notice the effect when they or a peer make an inappropriate
response and can subsequently compensate for it.

Increasingly research in AI is examining the teaching and learning process in
a more complex way, (sometimes in a more complex way than traditional edu-
cators). It has considered switching roles in response to the student, taking into
account both the affective and cognitive elements in learning [10] and the com-
bination of peer and tutor roles [13]. This complex approach may be perhaps,
the most fruitful area to explore. In fact the recent research into empathy out-
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lined below suggests that teachers switch between different roles very quickly in
their relationships with classes and individual pupils. Teachers continually make
spontaneous decisions in the classroom and adopt different styles, voice tone
and approaches in order to meet individual and group needs. They may play a
directive role in one instance, switching to an empowering, choice giving role the
next. They may oscillate between a fun-loving companion, a critical friend or an
expert advisor on domain specific knowledge. They may be the person to whom
a child feels able to relate a joke or personal story or they may take time to
reveal their own feelings, passions or interests and this too creates an ambiance
of trust, which is vital to learning. It is this multiplicity of roles in combination
which properly ensures the meeting of diverse needs and which is also indicative
of advanced empathy. If our systems are going to support learning then they
may need to be multifaceted and responsive to a wide range of different needs.
Some of these issues have been identified by AI research as being directly related
to empathy in the teacher/pupil relationship [19]. Work on personality [16] also
suggests that the consistency of character is significant and this would relate to
importance of the long-term perspective central to advanced empathy [18].

4 The Significance of Empathy

Developing a rich and sensitive understanding of every child requires considerable
empathy on the part of the teacher. Research into empathy and into teaching and
learning in the sixties and seventies explored the concept in considerable depth
and linked empathy with effective teaching. David Aspy [1] conducted consider-
able research into humanising the teaching and learning process (when comput-
ers were not widely used!) and Carl Rogers [26], amongst others, highlighted the
central nature of this quality not only in teaching but in all caring relationships.
Unfashionable in the eighties and nineties it is currently undergoing a revival
of interest. Empathy is widely associated with development and learning from
intensely personal development during therapy to intellectual, spiritual, creative
and also moral development [15]. Rogers makes a direct comparison between
therapy and teaching in this extract:

“Just as the client finds that empathy provides a climate for learning
more of himself, so the student finds himself in a climate for learning
subject matter when he is in the presence of an understanding teacher”
[26, pg 8]

From a therapist’s point of view their empathy is crucial for a patient’s
personal development but a teacher’s role is different. Teachers are obliged both
to discover a pupil’s existing skills or understanding in a particular subject area
and extend them. In order to do this most effectively they have to know the
child as a person as well as be aware of their academic understanding. They
have to nurture their sense of self and support their academic success, which
can also further develop their sense of self [24]. They may also develop their
students awareness of other people, through simultaneously valuing them and
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opening their eyes to other attitudes and understandings very different from their
own. The summary of research evidence into empathy listed below, combines
childrens’ and teachers’ opinions with evidence from observations in classrooms.

5 Recent Research into Empathy in Teaching and
Learning

Research from an ongoing project (still in progress) into empathy in teacher/pu-
pil relationships in which both pupils and empathic teachers were interviewed
and observed in the classroom gives many pointers to the behaviours, atti-
tudes and characteristics which might signify an empathic approach in the class-
room [5,6]. The central aim of the study is to examine the role of empathy in
teacher/pupil relationships and the role of these relationships in pupils’ moral
and academic development. Pupils and teachers were observed in the classroom
and interviewed about their relationships and the role of empathy or under-
standing. There was considerable common ground agreed by both pupils and
teachers about the characteristics and attitudes that denoted empathy and un-
derstanding and about the characteristics that denoted lack of understanding.
Tables 1 and 2represents a summary of the key characteristics identified so far,
which may be helpful to AI in education.

6 General Constraints on Empathy in Classrooms

Though there is insufficient space in this paper to consider the constraints on the
use of empathy in classrooms in any depth, it was clear that in lessons in which
teachers were able to devote their sole concentration to single pupils, a much
greater level of empathy was observable. The lack of time, the large numbers
of pupils and the predominance of control in a normal classroom, as well as
adherence to a rigid curriculum, seem to be some of the greatest inhibitors to a
teacher displaying empathy and supporting effective individual learning.

7 Empathy in Intelligent Systems

Whilst some traits identified in existing intelligent systems could be identified in
this research as being empathic for both pupils and teachers, some can be seen
as unempathic. For a system, however intelligent, being human is not an option
and a computer has distinct disadvantages in respect of voice tone, interper-
sonal elements, rigidity, ability to elicit understanding and to show and reflect
real emotions. However it also has advantages, it can empower, give choice, be
there when needed, give one to one attention, cater for different needs and so
on. Building in the positive characteristics of empathy to our systems and elim-
inating the negative could well make them much more effective.

The teacher always has to be prepared to accept and support pupils, what-
ever level they are working at. There is no room for impatience and intolerance
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Table 1. Characteristics of the Empathic Teacher pt 1

Empathic Unempathic

Attitudes
Open; warm; relaxed; good-humoured;
fair; ensures fairness; models and expects
common courtesy; explains how children
should work or behave in an under-
standing way rather than criticising their
present work or behaviour

Sees class as a group; not individuals; not
interested in developing individuals; more
interested in teaching subject; can be im-
patient; intolerant of some pupils’ weak-
nesses or even whole class; does not listen;
finds it hard to change tack if lesson not
going well and finds it hard to apologise
if wrong

Facial characteristics
Frequent smiles; lots of eye-contact; gen-
erally positive demeanour; expressive face
which shows emotions and can switch
emotions quite quickly; tends to reflect
student emotions but also leads and in-
fluences them e.g. if the teacher wants to
encourage thinking/reflecting, she models
a thinking face

Robot-like; not expressive; do not show
emotions; facial expressions not in tune
with words;

Voice
Positive; encouraging; expressive; clear di-
rections when necessary; supportive; var-
ied; reflects accurately the meaning of the
words

Unemotional; efficient; business-like; very
matter of fact; tone not in tune with
words

Body-language
Uses gesture; animated; tactile; moves
around; uses body for emphasis and ex-
planation

Wooden; unapproachable; distant; for-
mal; not animated

Positioning
Generally gets closer to child; less dis-
tance; less formality and in a large class-
room provides one to one support when
possible; moves around quite a lot; sits
down with pupils; lowers whole body, of-
ten down below student’s level.

More formal; distanced from children;
front of class; higher than children

(shown by agents tapping a foot or drumming fingers), in a classroom where the
teacher wants to foster self-esteem. We need the best of the peer, facilitator and
tutor characteristics and more if we are to create not just ‘believable’ intelligent
support in that it appears to be life-like, but systems which take more responsi-
bility for children’s learning and attempt to meet diverse and long-term needs.
Combining these with systems and hardware that support interaction rather
than decreasing it also maximises the human support and the time available for
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Table 2. Characteristics of the Empathic Teacher pt 2

Empathic Unempathic

Responses
Knows and uses student names fre-
quently: listens carefully to students;
gives them sole concentration when pos-
sible: elicits understanding from them;
echoes and affirms their comments; tries
to give a positive response but asks them
to elaborate or develop response if weak;
prompts and helps them when necessary;
constructs answerable questions to build
success and self-confidence; frequent use
of the ‘cloze’ technique1 to build confi-
dence

Responds more to whole class; not under-
standing; not individualised; overrides; ig-
nores pupils’ comments; negative or un-
helpful responses to children’s attempts;
does not value extend or clarify com-
ments; doesn’t spend time explaining
problematic issues

Content of teaching
Frequently initiates a session with some
aspect of topic that relates directly to
child’s own experience; personal interest,
humour and discussion of non academic
issues interspersed at appropriate mo-
ments through lesson; the personal used
as a vehicle into the subject matter

Sticks to curriculum/subject; blanket
teaching; little differentiation; does not
relate to children’s interests and under-
standing or to the real world

Method of teaching
Varied teaching strategies; relaxed but
rigorous; involves changes of pace and
style; adaptable and flexible; sessions
well-structured; individualised and per-
sonalised wherever possible; use of differ-
entiation — matches task to child; ex-
plains problem issues; takes time over any
issues; prepares individual material for
children who need it

More rigid; lacks variety; lacks interper-
sonal level; elicits less from pupils; more
instruction; less reflection/discussion; in-
teraction; less reflection of pupils interest;
emotions

Other features
Uses humour; ‘not like a teacher’; in touch
with student’s interests; form personal re-
lationships with each child; considers the
informal significant; very aware of indi-
vidual social and emotional aspects; puts
time and effort into relationships; con-
cerned with out-of-school life of child;
maintain a long-term view of the child’s
well-being.

Behaves like a teacher; lacking in humour;
shows false emotion; does not concern
themselves with personal issues with chil-
dren; tends to ignore emotional aspects of
interaction; not particularly interested in
the child beyond today’s class.

1 The cloze technique involves giving students the first part of an answer with a key
part missing but which can be inferred in part from the context e.g. So the man put
on his hat and coat and went out of the . . . ?
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such support. We need to look to develop the best artificial models and create
systems which maximise quality human support in their implementation.

8 Interpreting the Invisible and Creating Ambiance

The close interaction that goes on in empathic teaching relationships means that
teachers react and respond at times to what is unseen or unsaid, or virtually un-
seen and unsaid or to changes in behaviour which rely upon previously held or
perhaps unconsciously held knowledge of the child. The teacher might become
aware that a child has not joined in a conversation about home, for example, or
perhaps they seem suddenly reluctant to talk in a group situation. Small clues
alert them to emotional change and are pointers to problems of a personal or
academic nature, which may or may not have their origin in school. Sometimes
a child may just look a little unkempt or stop smiling as readily. These observa-
tions can be registered almost unconsciously and gradually they surface and the
teacher initiates an enquiry. Much of the finer details of visual appearance, body
language and voice tone register almost subliminally in our brains [4]. Some-
times the teacher might respond to a cue without ever consciously realising why.
Involved in hundreds of personal interactions every day, teachers may become
increasingly expert and even less consciously aware, if they remain open to the
signs emanating from the students in their care. As well as offering intelligent
support, the NIMIS classroom aims to offer enough computer-based support to
allow teachers to have more time to use their expert skills and create time for
teachers to respond to needs that they identify. The deliberate design of intelli-
gent systems that aim to meet needs, but which complement human expertise,
should produce a powerful combination.

If we are to envisage whole classrooms rather than design single applications,
the ambiance is also crucial to learning. Children need to feel generally secure,
happy and to have their needs met if they are to thrive in any environment.
Teachers with large classes of pupils have to establish an atmosphere of safety
and a framework of commonly accepted rules but these have to be lightly han-
dled, comfortable and relaxed, not authoritarian. Creating this type of ambiance
demands considerable skill from the teacher and is much harder in some classes
than others. Computer systems, which are sensitive to diversity and aim to meet
needs, can contribute to a positive classroom climate.

9 Teacher Characteristics and Interventions during
Story-Creation in NIMIS

To try and create a system which values the human skills involved in teaching
and learning, the NIMIS project is using a participatory design methodology.
From the outset the pupils and teachers have been involved in the design of
the system and software via interviews, discussions, classroom observations and
video recording. The NIMIS research team also includes ex-teachers and psy-
chologists. A key aim of the NIMIS project is to build on existing practice and
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to take into account the whole classroom and the dynamics of the real learning
environment, simultaneously enhancing it.

During the initial analysis of the NIMIS classroom in Glusburn School
near Leeds, the behaviour and comments of teachers during story writing, at
times, demonstrated similar characteristics to those observed during the empa-
thy project. In videos, class teachers could be seen demonstrating and modelling
listening skills, direct intervention, reflection and positive affirmation. They mod-
elled accepting facial and body language and interested voice tone, eliciting and
elaborating ideas from the children, echoing and valuing their responses. When it
was appropriate, they also took the responsibility for guiding and suggesting and
for ensuring turn-taking and modelling and voicing rules of common courtesy.

Some of the constraints which teachers described in the empathy project were
also clear in the videos in the NIMIS project. Time is the crucial constraint and
it is clear, that 26 children need more support than any one teacher and even,
on occasions three adults in the room could offer at any one time. Equally the
constraints of organising and managing the learning activities of 26 5–6yr olds
mean that children sometimes have to be given tasks which they can accomplish
independently. In this sense they may be working easily within their bounds
rather than being stretched and challenged by contingent teaching.

The number of children and the English National Curriculum methodology
also means that individual support is more frequently relinquished for whole class
or group support. In this sense the teacher’s empathy, however sensitive, can be
severely limited by the constraints of the classroom, the curriculum and sheer
lack of time to interact personally with every child. A teacher can try to reduce
the effect of this by employing ‘group empathy’ but according to the research,
this is much easier with more homogeneous groups [7]. In NIMIS the system
and software should be able to meet need more quickly with individual sup-
port at every workstation, whilst supporting both peer and teacher interaction
both through classroom and furniture arrangements, electronic communication
and software which supports shared story writing. Different tasks and levels of
support will meet the needs of different children, but intrinsic to the NIMIS
classroom is the continuing role of the class teacher and peer support alongside
the software support.

10 Conclusions

Though intelligent systems may succeed in meeting some degree of individual
need, the complexity of human interaction in teaching is incredibly difficult to
model, given the way that teachers have to interpret the visible and invisible
states of around thirty individuals at any time. They have to explore beyond the
surface impression to sense the feelings and experiences beneath. In the NIMIS
classroom normal human interaction and all the complexity it involves will be
encouraged and facilitated but the characteristics of the system may also help
to create and sustain an effective learning ambiance. Working with children on
a personal level, intelligent systems may be able to offer a degree of support
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more rapidly than the teacher who has an entire class of children to work with.
They can offer targeted support on different levels and with a variety of methods
in conjunction with a visible personality who affirms, suggests, guides, models
listening behaviour and sole concentration, supports sharing and helping, steps
in with support when it is needed but withdraws and encourages self-sufficiency
when appropriate. This ‘empathy’ extends beyond the interactions to the nature
of the software itself, which can cater for different tastes and attitudes of its users.

In this sense empathy should extend beyond the audio-visual affective as-
pects directly into the knowledge domain. This type of empathy which links the
cognitive and the affective is very powerful and strong in terms of its ability to
affect learning [11]. The child should feel secure, cared for and valued in its work
because of the understanding displayed by the combined effect of a supportive
system and teacher. This understanding will then be linked directly to concrete
support for literacy development, with encouragement and affirmation for the
work already completed and guidance for the next stage. This is the type of
empathy offered by expert teachers in the classroom. It is both affective and
cognitive and, in combination, more effective. It has a moral dimension in its
attempts to meet need and include, rather than to encourage the survival of
the fittest and exclude. Open and accepting relationships, built on trust, allow
each party to discover and appreciate the views and understanding of the other
more thoroughly. This understanding enables teachers to teach more effectively,
basing their decisions on a richer information base and enables the child to un-
derstand the teacher so that richer dialogue can ensue. The interplay of feeling
and understanding is central to learning as what we feel about our learning af-
fects what we learn. A sense of security makes risk-taking possible. A feeling of
acceptance and success allows acceptance of others and joint understanding to
develop. Knowing support is there when needed means individuals are empow-
ered, are able to experiment and feel secure enough to fail at times. The support
required will be different for every individual. These feelings about learning are
not peculiar to children but are common to adults too [8]. How open people
are to expressing their feelings also depends on their relationship with their tu-
tor. If they experience criticism or lack of interest, they may eventually refrain
from expressing themselves unless they are very self-confident. If they feel dom-
inated or made fun of, they may become introverted and fail to learn. If they
consistently experience genuine concern for their development from their tutor,
then they will feel able to make those leaps into the unknown which learning
necessitates. A combination of sensitive computer-based support in the NIMIS
classroom modelled on high quality, empathic teaching, combined with sensitive
human support from teachers and peers in a positive learning ambiance, may
create an enhanced atmosphere in which learning can take place for all pupils.
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Empirical question: Can children discriminate between generated facial
expressions?
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Abstract. This paper proposes a framework for cognitive-based affec-
tive user modeling. Such framework relies on the idea that, to model
affect in user models, one can use the situations experienced by the
user as well as the observable behaviour of the user. These situations
and behaviours, when interpreted under the light of a cognitive theory
of emotions, will allow us to make inferences on the possible affective
states of the user. Such type of approach will be here called cognitive-
based affective user modeling. To describe the framework we will use a
cognitive theory of emotions (the Ortony, Clore and Collins theory of
emotions) as the basis for the representation of the affective states of the
user. We will also illustrate the use of this modelling in the context of a
virtual theatre, where children engage in collaborative story creation.

1 Introduction

User Modeling (UM) is an essential technique to attain personalised communi-
cation between Humans and interactive computer systems. Over the years, the
question of adaptation to the user has been approached with a focus on acquir-
ing and representing the user’s preferences, goals, and state of knowledge. Such
elements compose a user model and are normally inferred through the use of di-
verse types of approaches, such as machine learning techniques to capture users’
preferences, or cognitive diagnosis techniques to capture users’ misconceptions
in a domain knowledge [19].

More recently, and influenced by the emerging field of Affective Comput-
ing, i.e. “computing that relates to, arises from or deliberately influences emo-
tions” [16], a new area called Affective User Modeling (AUM) has appeared
and is now giving its first steps. In [4], AUM is defined as the capability for a
system to model the user’s affective states. Indeed, as Humans interact directly
with computers, it is critical for this interaction to be empowered with affective
components, not only in the expression of affect by the system but also in the
capture of and reaction to the affective states of the user.

A substantial amount of work has already been done in the acquisition of
a user’s affective states (e.g. Affective Computing group at the MIT Media
Lab [17]). Most of the research development is based on multi-modal forms

A. M. Paiva (Ed.): Affective Interactions, LNAI 1814, pp. 64–75, 2000.
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of input as affective wearables [16], speech recognition [1] and facial expression
recognition [20]. But if the physiological aspects of emotions can be identified
and collected through the use of different types of sensors, the typical inter-
actions established nowadays with computers applications still use traditional
means, such as keyboard, joystick and mouse input.

However, while interacting with computer applications, users communicate
their affective states not only through body expressions and physiological signals,
but also through their behaviour. In a well defined context (e.g. a computer
learning situation), the users’ behavioural responses may be a path to predict,
recognise and interpret the user’s affective states. Such approach, here named
Cognitive-Based Affective User Modeling (CB-AUM), has already been
proposed by Elliott et al. [4].

CB-AUM should not only be regarded as a way of ascribing emotional states
to the users, but also as a different component in the user modeling process
which, when combined with affective wearables, speech recognition, and other
multi-modal components of user input, will make AUM much more powerful.
Indeed, as argued in [16], the best recognition is likely to come from the combina-
tion of the different modalities and including not only low-level signal recognition
but also higher-level reasoning about the situation.

This paper is organised as follows. First, we will present a scenario for the
exploration of the approach and provide with the motivation behind this work.
Then, we will describe what we mean by cognitive-based affective user modeling
by presenting a framework for it, based on the cognitive theory of emotions of
Ortony, Clore and Collins (OCC), and positioning it within the broader field
of user modeling. Afterwards, we will illustrate how such an approach can be
used within the context of a virtual theatre, where children control their own
characters in a collaborative story-creation environment. Finally, we will make
some concluding remarks and draw some plans for future work.

2 Scenario and Motivation

To better explain the framework for AUM, we will first present a scenario of
a typical child interaction with a collaborative virtual environment (CVE) for
story creation: Teatrix1 [18]. Teatrix aims at providing effective support for young
children (7-9 years old) developing their notions of narrative, through the drama-
tisation of several situations.

Through Teatrix, each child collaborates with other children to create a story.
Each one controls a character by selecting actions from a list of available actions
for her/his character to perform in the 3D story world (see Figure 1). Addition-
ally, each child can also induce some emotional state changes in her/his character
through a tool called ”hot-seating” (see [11]).
1 Teatrix is one application developed within the NIMIS project, a EU funded project

within the I3-ESE, contract n.29301.
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Fig. 1. Teatrix Environment

A fundamental idea in Teatrix is that when a child chooses a character to
direct, s/he is also implicitly choosing a role to play (e.g. the Hero or the Villain)
with a predefined set of goals and behaviours (such as: “defeat the villain”).

In Teatrix, there is no well defined learning progression that would allow us
to assess the user achievements. Thus, the user modelling component does not
contain the usual domain knowledge elements found in many user modelling
systems. However, since the story creation process is mediated by a narrative
guidance system, some information about the degree of control of the character,
about the motivation for the story and, most importantly, about the involvement
a child has in the story, are elements that will help the personalisation of the
guidance system.

So, for instance, when a child is controlling a Hero character, s/he will per-
form actions aiming at defeating the Villain. David Wood and Janet Grant in
their book Theatre for Children emphasize the fact that children develop em-
pathic relations with the characters of a play [21]. Children enjoy taking sides,
identifying themselves with a good character or being mad with the behavior
of a untruthful character. They are prone to get emotionally involved with the
characters. Taking these facts into account, one can argue that not only the char-
acters are acting out in the story but also that the children themselves become
engaged in the enactment activity. In other words, in Teatrix, we can gather the
information about the child’s affective state not only by looking at their degree
of control over the characters, but also by considering their characters goals,
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emotional state and reactions. With this information, we plan to provide them
with a more motivational experience and a richer narrative support.

3 A Starting Point: User Modelling Research

Since the seventies, both the learner and user modeling research communities
have dwelt into the problem of acquiring, representing and using users’ charac-
teristics and attitudes to personalise the interaction. From a focus on how to
infer students’ states of knowledge and diagnose their misconceptions, to how to
obtain the users’ preferences, many systems have been build and used (see [10]
for a good collection, or more recently [5] and [8]). Moreover, and to deal with
different types of demands, UM shells were built as a way to facilitate applica-
tions to integrate UM functionality (for example and among others: BGP-MS [9],
UM-toolkit [7], TAGUS [15]). Most of these UM systems and shells allow the
user model to contain different types of information such as: knowledge, beliefs,
characteristics, and preferences (see [7]).

In general, the different information types found in traditional user models
are:

Characteristics: normally captured within a profile of the user, such as age,
gender, and interests. This information can be relevant if stereotypes are
used to infer other more specific information, such as preferences.

Domain Knowledge: the beliefs of the user about a domain of knowledge.
This type of content is relevant for Intelligent Learning Environments and
aims at responding to the student’s state of knowledge and providing with
adequate advice.

Preferences and Needs: normally used in interactive systems to advice the
user, or in interface agents to select the most appropriate information to pro-
vide. Most of the information retrieval support agents are based on the rep-
resentation of the information “needs” or “preferences” of the users (among
others [3], [2]).

Goals and Plans: used in problem solving or task execution situations, both
on learning environments and help systems. The need for goals and plans is
an immediate result of the need to support the users to achieve adequately
their tasks. A large and important amount of work has been done in the area
of acquiring the users’ plans (e.g. [6]).

Most of these elements can be obtained, with some degree of certainty, by
the analysis of the user’s behaviour. To express this uncertainty of the models,
numerical factors are often used.

4 A Framework for Cognitive-Based Affective User
Modeling

In AUM, we want to represent, acquire, and hypothesize about the user’s emo-
tional states. Hence, we need: (1) to include a representation of the emotions or
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affective states in the user model; and (2) to develop techniques to make predic-
tions and inferences around these emotions. So, the main questions to address
are:

1. How to acquire the user’s affective states?
2. How to represent them?
3. How to use these representations effectively?

In the next subsections, we will try to provide with answers to these questions.

4.1 Representing Affective States

We will be ascribing emotions to the user based on the user’s behaviour and
on the events of the world. Hence, we need a cognitive theory of emotions that
consider and work with such stimuli. From the vast array of theories of emotions
stating how emotions are generated, we chose the OCC theory [14] as the support
for the construction of our affective user model. In the remaining of this section,
we will describe how the OCC theory can be used for the representation of the
user’s affective states.

Based on the OCC theory, the user affective model can be characterised by
two type of data: the user emotional profile, and the emotions themselves.

The following subsections explain each one of them.

a) User Emotional Profile. The emotional profile states the assumed emo-
tional conditioning of the user and is constituted by:

Emotional class thresholds: representing the assumed emotional “resis-
tance” towards the different classes of emotions (Figure 2 represents the
OCC structure of the emotion classes).

As an example, emotion thresholds can model how easily the child
can be disappointed during story creation. Character’s goal failure
can give cues on this threshold value when a child persists on guiding
her/his character to achieve a particular goal through a set of actions
but never does achieve the intended goal. The amount of effort pro-
duced by the child can be used to state the level of resistance of the
child towards disappointment.

Emotional class decays: represent how long the emotions assumed to be ex-
perienced by the user last.

Although these values are very difficult to predict during the interac-
tion, they are strongly related with the level of empathy that a child
developed for the story characters. This empathy can be inferred
through various means as the regularity of character/role choice, or
direct questionnaires.
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Emotion

Consequence
of events

Aspects of
objects

Actions of agents

Love,
Hate

Self Other

Admiration,
Reproach,
Gratitude,

Anger

Pride,
Shame,

Gratification,
Remorse

Hope,
Fear,

Satisfaction,
Fears-confirmed,

Relief
Disappointment

Happy-for,
Pity,

Resentment,
Gloating

Self Other

Joy,
Distress

Prospect
irrelevant

Prospect relevant

Fig. 2. OCC Classes of Emotion

b) User Emotions. Emotions stored by the AUM system are of two types:

Potential emotions: represent which particular classes of emotions the cur-
rent situation is likely to provoke according to the child’s inferred attitudes,
goals, and standards of behaviors. Additionally, they state how strong those
potential emotions are (i.e. their potential).

For instance, the child will be considered to feel reproach if a partic-
ular character that was cooperating with her/his character (i.e. both
characters had common goals), suddenly changes its behaviour and
enters directly in conflict with her/his character (i.e. the characters
have now conflicting goals).

Active emotions: whenever the potential of an emotion overcomes the as-
sumed resistance of the user towards this class of emotion, the emotion is
said to be active, and the user is assumed to be experiencing it. The user
model stores these emotions, along with their intensity, that is, the distance
between the user’s assumed threshold and the potential of the respective
potential emotions. The greater this distance, the higher the intensity of the
experienced emotion will be assumed to be.

Besides potential and intensity, each emotion is characterised by two other
dimensions: the cause, that is, the event(s) which provoked it, and the direction,
that is, towards who or what the emotion is directed.

4.2 Appraisal Structure

To activate the assumed emotions of the user with an accurate intensity, the
UM system must consider the mechanism by which emotion-inducing stimuli are
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appraised. In the OCC theory, this evaluation is based on a set of representation
elements — the appraisal structure — which provide information on how to build
a valenced interpretation of a situation from the user point of view.

The appraisal structure is an assumption on the way people perceive the
world, and how this perception leads to the activation of emotions. Central to
the work of OCC is the notion that emotions are valenced reactions which result
from three different perspectives of seeing the world: the events happening in
the world; the user and other agents’ actions in the world and; the objects that
exist in the world.

Transcribing the theory to the UM environment is almost direct. Events are
appraised according to their pleasingness and desirability with respect to the
user and other agents’ assumed goals, and may activate consequence of events
emotions such as hope and disappointment. Actions are appraised with respect
to the user’s assumed standards of behavior, and may activate action of agents
emotions such as shame and pride, according to the approval or disapproval
of these same actions. Finally, objects are appraised based on how the user is
assumed to like them, launching aspect of objects emotions such as love and hate.
All the classes of emotion represented in Figure 2 fall under one of those three
perspectives.

The following subsections present how this appraisal structure can be stored
and used by the UM system, in the case of the presented scenario.

World Events and User Goals. All events must be appraised in the light of
the user’s goals, to infer potential emotions related with consequences of events.
If the OCC theory clearly states when to launch the different emotions when
faced with desirable or undesirable events, how can the AUM system classify an
event as desirable or undesirable?

Assuming that the relative importance of success and failure (which defines
the goal desirability) of user assumed and system goals are well defined, and
that goals are organised as a inter-relation network (e.g., as the goal graph used
in [12]) stating how each goal realisation affects the realisation of the other goals
of the network, the appraisal process should follow the following two simple
guidelines:

– Events that lead to or facilitate the realisation of desirable goals, and events
that prevent or inhibit the achievement of undesirable goals are desirable.

– Events that lead to or facilitate the realisation of undesirable goals, and
events that prevent or inhibit the achievement of desirable goals are unde-
sirable.

In both cases, the degree of (un)desirability is proportional to the goal im-
portance and the degree to which the event contributes to (or prevents) the goal
achievement. Those values are, however, rarely always clearly perceived by the
user, and her emotions will be generally experienced with different intensities
than if the user could “see the all picture”.
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In a story creation process, it is quite difficult for the child to evaluate
how a single directive will contribute for the story progression. Using
the example of a child controlling a Boy character fighting against the
evil Witch, which actions aim at proving himself worthy of the Fairy’s
help. S/he does not know what kind of powers the Fairy will empower the
character with. Hence, s/he does not either know how much realising the
goal “obtain Fairy’s help” contributes for her/his primary goal “defeat
the Witch”. Therefore, when designing the network, we must use goal
values reflecting the child assumed partial view rather than the narrative
guidance system overall evaluation of each situation. It is important to
note that, however, as the children use the system through time, this
“surprise effect” will tend to disappear, as the children learns the dif-
ferent possibilities of the system... Thus, ideally, the system should take
into account the experience of the child with the environment. This is
clearly a very sensitive point of development.

Nevertheless, the OCC theory considers other more easily definable dimen-
sions affecting the emotional appraisal as, for instance, the effort invested in
achieving the goal. Those variables may compensate the mentioned lack of in-
formation.

Another important factor must be considered. In UM systems, the usual
interpretation of a user goal is “a motivation to act”. However, users do not only
have action-directed goals: they also have interest goals, which are an important
piece in understanding the user’s behaviour.

As an example, children have preferences in terms of what roles they
most like to perform when creating a story. This information can en-
hance the system with features that would provide the children with a
more engaging experience at each new interaction. For instance, the sys-
tem can propose to the child the characters/roles matching its assumed
preferences, using as a basis her/his selected actions and character emo-
tional changes in past stories: a child who keeps on trying to make other
characters eat poisoned apples will probably like to play Villains more
than Heroes.

If we intend to use currently available UM techniques that capture the user
goals, we will have to consider an extension to this “usual” notion of the goals
to capture also interest goals.

However, this automatically raises a problem: if interest goals are not always
directly the cause for an action, how can a system ascribe these higher level goals
to the user? A possibility would be to use direct questioning or self reflection,
grounding it completely on an empirical basis or aiming at the definition of the
user personality through personality trait theory forms [13].
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User Attitudes and Standards. As mentioned above, the appraisal structure
also contains information on the user’s assumed attitudes2 towards objects, as
well as her assumed standards of behaviour.

Attitudes towards world objects can be extrapolated from the user behaviour.
For instance, the system may rely on observation and previously gathered data
(e.g. direct questioning) to infer that the user have preferences upon the type
and properties of the presented props, and assume that the user is experiencing
love and hate emotions when using these materials.

There is already a large amount of work done in the UM community focusing
on the ascription of preferences to the user, which can be seen as the attitudes
of the user towards some entities of the world, stating a measure of the appeal
of these world objects for the user. Hence, we can rely on such techniques to
obtain preferences as a form to acquire the user attitudes.

Standards are a measure of how “good” or “bad” an action of the user or
system is, based on, among others, the user assumed moral, justice values, and
ethical code of conduct. Similarly to interest goals, standards of behaviour may
be difficult to obtain from user behaviour observation alone. If, from the teaching
point of view, right and wrong procedures are well defined, the same can not be
said about user standards. Standards will be mostly assumed from the cultural
background of the target users of the system. The system may, however, and
as always, use any of the techniques mentioned earlier to test the user assumed
standards.

4.3 Two-Stage Affective Cycle

The CB-AUM system must be able to simulate the user’s appraisal process.
However, it does not yield much practical use unless there are some reasoning and
inference mechanisms that provide with the power of drawing inferences based
on the maintained affective model. Furthermore, the system must also have the
capacity of updating the model according to the comparison of system formed
hypotheses about user behaviour, and the actual observation of her performance.

Thus, our framework can be viewed as a two-stage process pipeline — the
Affective Cycle — represented in Figure 3, that should be interpreted as follows.
If there are any expectation on the user behaviour, based on an assumed hypo-
thetical previous change in her affective state, the current observed behaviour is
compared to it. According to the confirmation or not of the predicted behaviour,
changes are performed in the affective user model, to reinforce or inhibit certain
parameters of the affective user model. The system then performs the second
stage of the affective cycle: the simulation of the appraisal. The CB-AUM system
infers, based on current observed world events (system events and user behaviour
actions) as well as her current affective model (mainly, her appraisal structure),
2 In this paper, “attitude” is used in the sense given by Ortony, Clore and Collins

in [14]: “(...) attitudes, which we view as the dispositional liking (or disliking) one
has for certain objects, or attributes of objects, without reference to standards or
goals.” - p46.
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what affective changes will the observed events activate, and what actions are
expected to occur based on these affective changes. These expectation will then
be used by the reinforcement stage in the next affective cycle.

Situation / Observed World Events
(system's actions and user's behaviour)

2ND  STAGE

S IMULATION  OF

THE  APPRAISAL

1ST STAGE

R EINFORCEMENT

User
Expected
Behavior

AUM
Assumed
Changes

AUM
Effective
Changes

AFFECTIVE  U SER M ODEL

AFFECTIVE  M ODEL

APPRAISAL  STRUCTURE

Goals, Attitudes,
Standards

Emotional Profile,
Emotions

ADDITIONAL  UM D ATA

Fig. 3. 2-Stage Affective Cycle

The next subsections discuss the two stages.

Simulation of the Appraisal. This stage is mainly interested on how to use
the user’s appraisal structure to ascribe an emotion to a user, and therefore be
able to maintain a prediction on the user emotional state.

As previously described, the appraisal structure characterises the typical re-
actions of a user to world situations according to three dimensions: goals, atti-
tudes and standards. These reaction will trigger different emotions according to
OCC theory, that the system assumes to be experienced by the user. However,
how does the system evaluate each world event?

Our appraisal stage is, itself, also a two-step process. The first step is to
identify the relevance of the observed events for the user. All events that are
perceived by the user are cross-checked with the user’s appraisal structure.

For instance, characters and props that the child likes (stored in her
attitudes), and events or characters’ behaviours that the child does not
like (stored in her standards structure), are filtered from all the perceived
events. All other elements are dumped.
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Once the relevant events are filtered out, the second stage of the appraisal is
to evaluate them in the light of the OCC theory of emotions, and to evaluate each
emotional parameter. Implementation-wise, this stage relies heavily on pattern
matching techniques. An example of such implementation can be found in [12].

Reinforcement of the Hypotheses. Implementation-wise, this phase relies
heavily on reinforcement learning techniques to maintain the coherence of the
user’s emotional profile. This stage should be combined with user attuned affec-
tive wearables and other types of affective input to achieve a more reliable model
of the affective states of the user.

5 Concluding Remarks

In this paper, we presented a first study on how to build affective user modeling
systems through the inclusion of cognitive-based techniques based on a cogni-
tive theory of emotions. Using the Ortony, Clore and Collins cognitive theory
of emotions, we described a framework based on a two stages processing and
discussed the necessary type of information such systems must keep, as well as
some of the initial problems we must face when prototyping them.

We further pointed how this cognitive-based approach, rather than replac-
ing physiological signal processing, can be combined with such technology to
produce more robust systems. The cognitive part would provide with the tools
to predict affect based on world interpretation, and affective input would pro-
vide with elements to reinforce or inhibit those predictions based on confirmed
physiological signals, in addition to the observation of the user’s behaviour.
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Abstract I claim that two important aspects of emotions are usually missed
by current computational models and uses. On the one side, human emotions
are complex and rich mental states, not simple reactive mechanisms. They
have rich cognitive ingredients, in particular “evaluations”. I will propose
some brief example of such a necessary “cognitive anatomy” (in terms of
beliefs and goals) of complex social emotions (for ex. shame) and of the
“meaning” of their expression. On the other side, emotions are felt; and we
do not have a model about what it does mean to “feel” something, about the
unavoidable role of a “body” in this, and about the necessary function of the
feeling component in the emotional process. In this perspective, in particular
it becomes very important the distinction between a true “cognitive
evaluation” and merely intuitive and implicit affective appraisal. I exemplify
this distinction in the analysis of “trust”. Finally, I wonder about the
importance of the affective appraisal Vs the explicit evaluations in Affective
Computing and in HC and computer mediated interactions. Are these
cognitive complex emotions, are these felt and embodied emotions, are
explicit evaluations or intuitive appraisals useful and why?
I also discuss a bit the relationships between emotion and motivation, and
between emotion and personality, that on my view are currently quite mixed
up.

Something important is usually missed by current computational and robotic
models and uses of emotions.

- On the one side, human emotions are complex and rich mental states, not
simple reactive mechanisms. They have rich cognitive ingredients.

I will propose some examples of such a necessary “cognitive anatomy” (in terms of
beliefs and goals) of complex social emotions, and of the “meaning” of their
expression as communication about the mental state.

- On the other side, emotions are felt; and we do not have a model of what it
does mean to “feel” something, about the unavoidable role of a “body” in this,
and about the necessary function of the feeling component in the emotional
process.

1. Two Missed Aspects of Computing Emotions

c Springer-Verlag Berlin Heidelberg 2000
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I will illustrate these two problems,

- by considering in some emotions and affects (envy, shame, and trust) the
relevance of their cognitive anatomy;

- by illustrating the distinction -crucial for a theory of emotions and of affective
reactions- between intuitive and implicit appraisal and cognitive evaluation;

- by providing some hints about what it should mean/imply “to feel” something.

In this structural and functional analysis of emotions I will also discuss a bit the
relationships between emotion and motivation, and between emotion and
personality (see Appendix), that in my view are currently quite mixed up.
In the last part I will reason about the questionable importance of the cognitive
stuff, of the affective appraisal Vs the explicit evaluations, and of the felt emotions,
in Affective Computing and in HC and computer mediated interactions.

1

Emotion forms a complex, hybrid subjective state (state of mind). This state
is described as “hybrid” in that the emotions are constituted by the integration of
mental, somatic, cognitive and motivational components. A constituent element of
each complex emotion is the “mental state”, an integrated structure of assumptions
and goals which is closely linked to its functional nature, determines its intensional
nature and classification, and accounts for its activation and motivation.

Intension
Many emotions have intension, i.e. they are about something. They usually

have an object (something which arouses emotion) and often a target, i.e. someone
they are directed towards. For example, we envy someone for something, get angry
with someone over something, feel ashamed or guilty towards someone about
something.

The emotions can also be divided for the most part into “positive” and
“negative”. These terms are, however, ambiguous in that they confuse different
aspects. Positive and negative emotions can be understood on the one hand as those
which are subjectively pleasant or unpleasant, and on the other as emotions
regarding success in achieving goals (joy, pride) or failure (fear, shame, guilt).
Emotions can also be regarded as positive or negative in that they are culturally
praised and encouraged or criticized and discouraged (e.g. envy), or in the sense
that the individual avoids them (e.g. tenderness, because it makes him
“vulnerable”) or pursues them (e.g. the fear involved in taking risks, because it
makes him feel “alive”).

In any case, the general thesis is that the emotions indicating failure
(actual or threatened) to achieve a goal are subjectively negative, i.e. unpleasant. It
is, however, essential to have a clear idea of the goals in question (see later, and
[25]).

1This part of the paper  is an abridged translation of a chapter of an Italian book: Maria
Miceli e Cristiano Castelfranchi "Le difese della mente" (Defences of Mind), NIS, Roma,
1995. I would like to thank Maria for her precious contribution to both the content and the
form of this chapter.

Rich Mental States, not Simply as Reactive and 
Expressiv Devices 

2. Cognitive Aspects in Emotion: Emotions as Complex and 
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The basic constituent elements of the emotions are beliefs, evaluations,
goals, arousal - i.e. somatic activation and its proprioception - and the “tendency
towards action” or conative component.

Beliefs play three fundamental roles in the emotions.

i. Activating beliefs. Many emotions are activated not by external stimuli but
by representations, which can also be endogenously generated (e.g. through
inference). These representations can be either of the perceptive-motor type (e.g.
images) or propositional (e.g. “John is dead”, “I might be found out”). Such beliefs
activate and partially account for emotion in that they are consistently connected
with the individual’s conduct. In the case of guilt, for example, the subject
entertains a complex structure of interconnected beliefs: that something has
happened; that this injures someone; that this injury is not “deserved” by the
person suffering it; that the subject’s own actions or negligence are responsible for
the injury; that it could have been avoided. This configuration of beliefs produces
the sense of guilt and is an integral part thereof. They form a lasting part of the
“mental state” accompanying the sense of guilt, are involved in evaluation, causal
attribution and categorization (as we shall see), and are connected with the goals
activated.

In many emotions, if not in all, some of the activating beliefs are very
special and clarify one of the essential links between emotions and goals. Emotive
reactions appear to be connected with the monitoring of certain goals, being
triggered when these goals are compromised/threatened or achieved/announced.
Failure beliefs therefore unquestionably form part of activating beliefs.

Positive or negative evaluations (see 4.1) very often form part of
activating beliefs. For example, the sense of guilt involves a negative evaluation of
the event (injury) and hence of one’s action and of oneself; the same is true for
shame relatively to some feature or action of the subject not necessarily involving
any responsibility.

There can be no doubt that failure/achievement beliefs are themselves
implicitly or explicitly evaluative beliefs.

ii. Causal attribution beliefs. Activating beliefs produce a somatic reaction,
a more or less specific arousal of each emotion. This reaction is an essential
component of “how one feels”, of the subjective aspect of the emotion, but does
not merely accompany the ideas of images that activate it. In a cognitive agent, a
far more explicit nexus is established. The mind interprets these stimuli and
attributes them precisely to the emotive state. It assumes that the changes and
sensations involved are due to a given emotion and to the activating beliefs and
images belonging to it. In other words, it causally attributes the arousal and the
sensations to the emotion (and in particular to the activating stimuli and
representations).

We shall therefore use the term “attributional beliefs” in this context to
refer to the attribution of a somatic reaction to a particular emotive state (not to
activating beliefs of the causal type, e.g. beliefs regarding the attribution of
responsibility in the case of guilt).

iii. Categorization beliefs. Categorization beliefs are no less important and
typical of the emotions in cognitive agents. The subject interprets, recognizes and
labels his state of mind as a certain emotion (one which his language and personal
vocabulary enable him to express), saying to himself “I’m furious with John”, “I’m
sad”, “I love Lucy” or “What a disgrace”. These categorization beliefs (which are,

2.1 Beliefs
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in a certain sense, meta-level beliefs) are closely connected with the other beliefs.
Categorization is only possible in the presence of a specific configuration of beliefs
and attribution of the associated sensations. In other words, a given interpretation
of facts and sensations is required if we are to feel a given emotion, which for
human beings means “recognizing” that emotion.

In defending oneself against certain emotions or against the suffering
involved [36], one attacks precisely some of these beliefs, thereby dismantling the
assumptions, ingredients or recognition-awareness of the emotion. It is, of course,
also possible to work on one’s goals (more precisely, on the beliefs supporting
them), which are again often constituent elements of the emotion in question.

The relationship between emotions and goals is also structured and complex.
The emotions themselves are translated into goals. They have the role of
monitoring the pursuit and achievement of goals. Finally, they activate goals.

i. Emotions as goals. The individual can perform or avoid performing an
action in order to feel or not to feel a given emotion. He can, for example, give a
present in order to feel the pleasure caused by the satisfaction or gratitude of the
recipient, or forbear from doing injury in order to avoid feeling guilt. In
behaviourist terms, the (positive or negative) emotions are therefore often a
(positive or negative) reinforcement for the adoption or avoidance of given
behaviour. For this reason they play an important role in learning. A “successful”
(or ineffective or harmful) action or plan will subsequently be pursued (or avoided)
not only in the light of memories, inferences and evaluations regarding outcome
(success or failure), costs of pursuit and side effects, but also (and in more direct
fashion, without the mediation of reasoning) in order to experience (or avoid) the
emotions associated with the outcome of the behaviour in question.

ii. The emotions monitor goals. In addition to the possibility of themselves
becoming goals, the emotions perform the role of informing the individual as to
whether his goals are compromised or achieved (threatened or “promised”). Fear,
anxiety, shame, guilt, surprise, joy, pride and so on are all indicators, all provide
information on the (possible) fate of our goals [1] [57] [25] [28] [46]. As
mentioned above, this is a particular type of information: immediate, global, not
based on argument, far removed from analytical belief and from reasoning about
the causes of success or failure. At the same time, however, it is precisely because
of their immediacy and holistic nature that they constitute extremely effective
signals and lead to equally immediate behavioural reactions (flight/approach).

iii. The emotions activate goals. The emotions not only monitor but also
activate goals (the “reactions” referred to above). For example, in the case of envy
(see 2.1), the “monitored” goal is “not to have less power” than the envied party,
whereas the activated goal is to wish/do injury to the other party. In the case of
guilt, the monitored goal is to respect shared rules or not to cause injury, while the
activated goal is to make good the injury inflicted.

The activation of goals through emotions possesses very different
characteristics from the activation of goals through beliefs. In cognitive activation
[8], a goal S1 cannot be generated by a belief. Instead, the belief activates S1,
which was already represented in the mind, and can generate a sub-goal S2 that
serves the purpose of achieving S1. When I learn that the water will be cut off
tomorrow, this activates the goal of “having water”, which interacts with the belief
in question and activates the sub-goal of “laying in supplies”. Cognitive activation
is closely related to the mechanisms of planning and of reasoning with respect to
goals, means and conditions.

2.2 Goals
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On the contrary, goals directly activated by emotions or “impulses” are
“irrational” in that there does not exist a “logical” nexus of planning (i.e. in the
mind of the agent, whereas its existence can be plausibly assumed outside the mind
at the functional level) between activating conditions (including the monitored
goal) and activated goal. To return to the example of envy, doing injury to the
envied party is not a way (or rather is not represented as a way) of “not having less
power” than him, or of gaining possession of a particular object of envy
(motorcycle, promotion, holiday). In the “emotive” activation of goals, a belief
(“Peter is better than me” or, to descend to the level of more elementary emotions
like fear or disgust, “There’s a rat in the cellar”) directly “produces” the goal (“of
wishing/making Peter suffer”, “of avoiding the rat”) without the mediation of
evaluative knowledge and planning.

In the goals activated by emotion (which can range from specific goals to
more general goals further removed from behavioural sequences), we basically
resolve what is termed the conative component of the emotion, its tendency
towards action.

Emotion and Motivation
In our view this is the main relationship between emotion and motivation:

emotion activates goals (more or less important or urgent, and more or less close to
an action sequence ready to be executed) and this can affect the commitment to
previous intentions or stop a planned or executed behaviour. It is important to have
clear that neither motivation can be reduced to emotions, nor vice versa. On the
one side, emotions have several functions that are not depending on their
motivational or conative aspect (for example affecting memory, or informing about
beliefs and values); on the other side, there are motivational mechanisms that (at
least in principle) are not necessarily based on emotions, like calculated
preferences, planning, "cold" goals activation and pursuit, etc.

Returning to the intensional aspect of emotion, we can now see its
connection with the analysis of emotion. The object of an emotion appears to come
from its activating beliefs, and especially from those to which the cause of the
emotion is attributed. It comes from beliefs regarding the failure or attainment of a
goal. Therefore it is also the “object” of a monitored goal. If I envy y for i, it means
that I wanted i, that I do not think I (can) possess i, whereas y does, and that I feel
ill-will for this reason. If I feel guilt about i, it means that i is an injury or injurious
action that I regret having performed and that I relate my suffering to this
responsibility.

The target of the emotion (in the case of social emotions) is connected
with the goal activated. This is a social goal (to injure, to aid, to avoid) whose
target is y. But this goal is connected with beliefs of which y is the object, which
activate and justify the goal directed towards him: y  is the person who I
believe/imagine has more power than me (in the case of envy), or the person who I
think I have injured (in the case of guilt), and so on.

Let me give in this chapter a very brief and incomplete analysis of the
most important cognitive components of envy and shame. I rely on the intuition of
the reader since I cannot extensively justify this analysis here.

3. Cognitive Ingredients: Envy, Shame, Trust
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I consider envy in its strong and bad sense, as a serious social resentment
and hostility (not simply as a desire).

(Envy x y p/i)

x envies y for p: having i

This necessarily presupposes that x

 (Bel x (Has y i))
 ___________

     p

• (Goal x (Has x i))

(Bel x (NOT (Has x i)))
However, not only x believes that he has not i, but he believes that he cannot have
it (in time). This belief about lacking power is crucial for orienting the subject
towards envy rather than towards emulation. Thus there is a power comparison
where x is inferior

Power Comparison

(Bel x (Can y p))
(Bel x (NOT (Can x p)))

(Bel x (More_Powerful y x as for p)))

I assume that the envious person is not suffering only for not having i, but mainly
for his inferiority: i.e. another more important (social) goal is frustrated. I assume
that this is the real concern monitored by this emotion (not the specific lack of
power).

Threatened Goal:

• (Goal x (NOT (More_Powerful y x ..)))
not having less power than the others

social hierarchy
Etc.

Suffering for both:

• (Goal x (Has x i)) x suffers for not having i

• (Goal x (NOT (More_Powerful y x ..))) x suffers for being inferior

This explains why the goal activated in/by envy is a social one and is a form of
aggression, hostility towards the other, wishing to the other some misfortune, some
loss of power.

You cannot really feel envy

- if you do not believe that y has i, and

3.1 Necessary Beliefs and Goals for Envy
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- believe that you are not able to have i (in time), and
- you do not desire i, and
- you do not compare yourself with y, believing that she is more powerful than

you as for p; etc. 2

These beliefs and goals are constitutive of the mental state of envy; these
evaluations (cf. 4.1) (“I cannot have...”; “she can have...”; “she is better than me”)
are necessary for activating envy and characterising it. And the activated goal or
disposition (the ill-will towards y) coherently - although not in a calculated and
planned way- descends from and complements these mental states [15]. Envy can
be involuntarily manifested in behaviour and attitude, but is not really “expressed”
by specific communicative signals, since usually it is and must be hidden.

Shame is pain or fear of having compromised our very important goal of
social image and esteem: some of our characteristics, behaviours, etc. (and then
we) are badly evaluated; we are lacking some quality, missing some standard,
having some defect [16]

(Ashamed x y i)
when x is ashamed in front of y as for i, he necessarily has at least the following
beliefs and goals:

(Bel x (Bel y (Has/Did x i)))
     ____________

      p

(Bel x (Bel-Negative y i/p)) y’s negative evaluation of i and p

(Bel x (Bel-Negative y x)) y’s negative evaluation of x!} the goal of social image
  } is threatened

(Goal x (Bel-Positive y x)) x’s goal of a good social image, of esteem

(Bel-Negative x i/p) shared values and evaluation between x and y: p
is bad

etc.

You cannot really feel ashamed

- if you do not believe that y knows or could know about i, or just believes that
i; and

- if you do not believe that y has a negative evaluation of i, or
- if you do not agree (believe) that this is/would in fact be bad; or
- if you do not care about y’s judgement of you (reputation, image, esteem,

approval); etc.

These beliefs and goals are constitutive of the mental state of shame; those
evaluations are necessary for activating shame and characterising it.

2 Another very crucial component that I do not discuss here is the lack of a believe about
the fact the y does not deserve i : (NOT (Bel x (NOT (Deserves/Entitled y p)))). Such a
belief would modify the mental and affective state from mere envy to indignation or sense
of injustice.

3.2 Necessary Beliefs and Goals for Shame

82 Cristiano Castelfranchi



In our view [16] blushing has a specific meaning; it is a signal with a specific
communicative function, although it bears a non-intentional, and even counter-
voluntary, communication. Blush communicates some crucial aspects of the mental
state involved in shame, namely the individual sensitiveness to others’ judgement
and, at the same time, his sincere sharing of their values and his suffering for being
inadequate. The blusher is somehow “saying” he knows, cares and fear the others’
evaluation, and he agrees about the standards and values; and he also
communicates his sorrow over any possible faults or inadequacies of his, thus
performing at the same time an acknowledgement, a confession and an apology
aimed at inhibiting the others’ moralistic aggression or avoiding social ostracism.
The fact that blushing cannot be simulated guarantees the group about the sincerity
of all this message and the internalisation of social values. Moreover, the meaning
of blushing is perfectly coherent with a sort of non-verbal “discourse” whose
components are the others typical shame signals and behaviours: the posture and
movements of eyes and head. Those communicative (involuntary) acts converge
towards a unique, final goal: inhibiting possible group aggression over an alleged
violation of some value. Lowering the eyes communicates that the subject is giving
up his power over the evaluator and accept some sort of subordination (and
inferiority). The head lowering and the diminishing posture aims at the goal of
looking smaller, and at giving up facing the others. The individual does not oppose
to the group, accepts and cares about their evaluation: he argues for his belonging
to the group, and at the same time he informs he is aware of his fault and has been
already punished.

Let us briefly introduce our cognitive analysis of trust (for a more
complete presentation see [12] [13] [14].
In our model we specify which structure of beliefs and goals characterise x’s trust
in another agent y.

First, one trusts another only relatively to a goal, i.e. for something s/he wants to
achieve, that s/he desires. If x does not have goals, she cannot really decide, nor
care about something (welfare): she cannot subjectively “trust” somebody.
Second, at this level (see 2.3.2), trust itself consists of beliefs. Trust basically is a
mental state, a complex mental attitude of an agent x towards another agent y about
the behaviour/action a relevant for the result (goal) g.
•  x is the relying agent, who feels trust (trustor), it is a cognitive agent endowed

with internal explicit goals and beliefs;
• y is the agent or entity which is trusted (trustee); y is not necessarily a

cognitive agent (in this paper, however, we will consider only cognitive
agents, i.e. social trust). So

• x trusts y “about” g/a (where g is a specific world state, and a is an action that
produces that world state g) and “for” g/a ; x trusts also “that” g will be true.

Since y’s action is useful to x, and x is relying on it, this means that x is
“delegating” some action/goal in her own plan to y . This is the strict relation
between trust and reliance or delegation. Trust is the mental counter-part of
reliance.
We summarize the main beliefs in our model:

3.3  Explicit, Evaluation-Based Trust Vs Implicit Affective Trust

3.3.1  A Cognitive Anatomy of Trust
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1. "Competence" Belief: a positive evaluation of y is necessary, x should believe
that y is useful for this goal of hers, that y can produce/provide the expected
result, that y can play such a role in her plan/action, that y has some function.

2. “Disposition” Belief: Moreover, x should believe that y is not only able to
perform that action/task, but y will actually do what x needs (predictability).

3. Fulfilment Belief: x believes that g will be achieved (thanks to y in this case).
This is the "trust that" g.

When y is a cognitive agent these beliefs need to be articulated in and supported
by more precise beliefs about y’s mind and/or personality: this make y’s
behaviour predictable. In particular, predictability or y’s disposition should be
supported by:

4. Willingness Belief: x believes that y has decided and intends to do a. In fact for
this kind of agent to do something, it must intend to do it. So trust requires
modelling the mind of the other.

5. Persistence Belief: x should also believe that y is stable enough in his intentions,
that y has no serious conflicts about a (otherwise y might change his mind), or
that y is not unpredictable by character, etc.

While y’s competence might be complemented by:
6. Self-confidence Belief: x should also believe that y knows that y can do a. Thus y

is self-confident. It is difficult to trust someone who does not trust himself!

We can say that trust is a set of mental attitudes characterizing the mind of a
“delegating” agent, who prefers another agent doing the action; y is a cognitive
agent, so x believes that y intends to do the action and y will persist in this.

We should also distinguish between trust ‘in’ someone or something that has to act
and produce a given performance thanks to its internal characteristics, and the
global trust in the global event or process and its result which is also affected by
external factors like opportunities and interferences.
Trust in y (for example, ‘social trust’ in strict sense) seems to consist in the two
first prototypical beliefs/evaluations we identified as the basis for reliance:
ability/competence, and disposition. Evaluation of opportunities is not really an
evaluation about y (at most the belief about its ability to recognize, exploit and
create opportunities is part of our trust ‘in’ y). We should also add an evaluation
about the probability and consistence of obstacles, adversities, and interferences.
We will call this part of the global trust (the trust ‘in’ y relative to its internal
powers - both motivational powers and competential powers) internal trust.
This distinction between internal versus external attribution is important for several
reasons:
• To better capture the meaning of trust in several common sense and social

science uses.
• To understand the precise role of that nucleus of trust that we could describe in

terms of “unharmfulness”, sense of safety, perception of goodwill.
• To better understand why trust cannot be simply reduced to and replaced by a

probability or risk measure, like in the economic or game-theoretic approach to
trust [14].

Trust can be said to consist of or rather to (either implicitly or explicitly) imply, the
subjective probability of the successful performance of a given behaviour a, and it
is on the basis of this subjective perception/evaluation of risk and opportunity that
the agent decides to rely or not, to bet or not on y. However, the probability index
is based on, derived from those beliefs and evaluations. In other terms, the global,
final probability of the realisation of the goal g, i.e. of the successful performance
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of a, should be decomposed into the probability of y performing the action well
(that derives from the probability of willingness, persistence, engagement,
competence: internal attribution) and the probability of having the appropriate
conditions (opportunities and resources: external attribution) for the performance
and for its success, and of not having interferences and adversities (external
attribution).

Degrees of Trust
The idea that trust is scalable is common (in common sense, in social sciences, in
AI). However, since no real definition and cognitive characterisation of trust is
given, the quantification of trust is quite ad hoc and arbitrary, and the introduction
of this notion or predicate is semantically empty. On the contrary, we claim that
there is a strong coherence between the cognitive definition of trust, its mental
ingredients, and, on the one side, its value, on the other side, its social functions
and its affective aspects. More precisely the latter are based on the former.
In our model we ground the degree of trust of x in y, in the cognitive components
of x's mental state of trust. More precisely, the degree of trust is a function of the
subjective certainty of the relevant beliefs. We use the degree of trust to formalise a
rational basis for the decision of relying and betting on y. Also we claim that the
"quantitative" aspect of another basic ingredient is relevant: the value or
importance or utility of the goal g. In sum,

• the quantitative dimensions of trust are based on the quantitative
dimensions of its cognitive constituents.

For us trust is not an arbitrary index with an operational importance, without a real
content, but it is based on the subjective certainty of the relevant beliefs.

DECISION  
to trust y. 

to count on y 

INTERNAL

COMPETENT 

PREDICABILITY 
Will Do 

UNHARMFULL  

OPPORTUNITIES 

Know How

Self-Confidence 

Ability 

INTENDS 
       &  
PERSISTS   FEAR of  

AUTHORITY 

MORALITY

MOTIVATION

Trust is also a "feeling", something that the agent "feels" towards another
agent. It is confidence (similar to self-confidence) not a judgement. It can be not

3.3.2  Implicit and Affective Forms of Trust
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argumentable and based on reasons or explicit experiences; it can be just "by
default" or just "intuitive" and based on tacit knowledge and implicit learning.
At a primitive level (consider a baby) trust is something not express/ed/ible in
words, not made of explicit beliefs about y’s competence or reliability. It is a
spontaneous, non reasonable or reasoned upon (non rational) reliance, and a feeling
of confidence in a given environment or in a person. What is this kind or this facet
of trust? [55]
Trust as a feeling is characterised by a sensation of “letting oneself go”, of
relaxing, a sort of confident surrender; there is an attenuation of the alerted and
defensive attitude. Affective components of trust result in a felt freedom from
anxiety and worry; x feels safe or even protected; there is no suspicion or hostility
towards y which is appraised/felt as benevolent and reliable/able (“S/he will take
care of...”). Towards a benevolent y we are benevolent, good-willing; towards a
good/skilled y we are not aroused, alerted, cautious, wary (x could say: “I put
myself into your hands”; wile y will say “Let yourself go, do not resist, trust me”).
Notice how these possible affective components of trust are coherent and
compatible with our cognitive analysis of trust. However, they can also be
independent of any judgement; they can be just the affective, dispositional
consequence of an intuitive appraisal (cf. 4.2) and of learning. They can even be by
default or just the result of lack of (bad) experiences, lack of negative evaluations.

Trust, Lack of Trust, and Mistrust
To understand part of this affective state it could be useful to distinguish between
two different opposite of trust, two forms of “lack of trust”: distrust and mistrust
There are two kinds of negative evaluation (cf. 4.1).

"x is not able to, is not good, apt, useful, adequate, ...for my goal";

(Bel x (Not(GOOD-FOR y p))) & (Goal x p) - (cf. 4.1)

" x is good but for bad things (contrary my goal), it is noxious, dangerous"

(Bel x (GOOD-FOR y p)) & (Goal x (Not p))

Analogously there are two forms of negative trust or dis/mistrust, two opposites of
trust; I propose to call them respectively “distrust” and “mistrust” (suspicion) 3. At
the explicit level, we have:

• Negative Trust-1 or Distrust- is when either x believes that x is not able, or
that his/her behaviour is not predictable (s/he will not do a). x does not fear y;
but it just does not trust y as for realising p or doing a.

• Negative Trust-2 or Mistrust is more than this. At the explicit level it is a
paradoxical form of trust: x believes that y is able and willing to do something
which is bad for x. x has negative expectations/evaluations about y’s
intentions and ability.

3 To be true,  the natural language terms 'mistrust' or 'distrust' are ambiguous between the
two forms. However,  there is some connotation in one sense or in the other, which is the
reason I adopted those terms as having a precise meaning.
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Noticed that both imply lack of trust, i.e. the fact that x has not (enough) trust in y,
as previously defined.

At the affective level this means either do not relax and quietly rely upon, or even
it means suspicion, apprehension: x worries about y’s action. S/he does not trust y
in the sense that s/he is cautious and suspicious. 4

Implicit Trust
Given these two different opposites of trust, one can identify an important

implicit form of trust where x has neither specific and explicit positive evaluations
(cf. 4.1) about y, nor has suspects and worries. S/he is just without doubts, suspect
and worries, s/he naively relies upon y: not because of an explicit and reason based
evaluation of y. S/he trusts by default and because s/he has no reasons to be
cautious and to suspect, and then without any explicitly exam of whether y is able,
willing, or dangerous. One could represent this attitude as the absence of Distrust
and of Mistrust, of suspicion, and also of explicit positive evaluations and trust.
This implicit, passive, and spontaneous or naive form of trust consists of not
having the typical trust beliefs, but also in not having negative ones, negative
expectations: to be without any suspect and suspicion. Consider in fact that not
having a given belief (I do not believe that it is raining) is a very different cognitive
state that having the opposite belief (I believe that it is not raining).
As not trusting y for p is not the same of expecting harm from y, analogously not
dis/mistrusting, do not worrying is not the same of positively believing that y is
capable and good-willing. However, this lack of dis/mistrust can be sufficient for
relying upon y.
The behaviour of trust consists in this weak form in the absence of cautions, of
controls, of any search for evidence for evaluation, and in the absence of a true
“decision” about trusting or not y.
Only after some negative unexpected experience, this kind of trust is damaged.
Who uses explicit, evaluation-based trust, based on evidence, is no longer naive:
s/he has already considered the situation as problematic, S/he has some doubt.
There is on the contrary a form of trust without and before any question like:
"Can/should I trust y?". 5

One might (by paradoxically using a predicate Trust without the goal in its
definition) represent Positive trust, Lack of trust, and Negative trust as follows:

(Trust y x p) & (Goal y p)  Positive Trust

(Not (Trust y x p)) & (Goal y p)  Lack of Trust

(Trust y x p) & (Goal y (Not p))  Mistrust

5  It is important also to distinguish between uncertainty (the fact that we do not
have complete evidence of our positive evaluation of -trust in- y, we are not hundred
% sure of our beliefs), that make y’s behaviour (and results) not completely
subjectively predictable; from the actual presence of contrasting, negative
evaluations and expectations. The absence of a belief is a mental state significantly
different from the presence of the negative belief, with completely different
consequences at the reasoning and at the pragmatic level. When x has positive
evaluations of y, and does not have any negative (pertinent) evaluation, although
this positive evaluation leaves some room to ignorance and uncertainty, this is very
different from a situation where x has negative beliefs about y which make y
‘ambivalent’ (attractive and repulsive, positive and negative, at the same time) and
destroy x’s ‘trust in’ y, his trustworthiness. Non-ambivalent although uncertain

4
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Let me conclude this very preliminary exploration of such a hard topic as follow:
the lack of explicit trust seems to cover three different mental states:
- insufficient trust (x does not estimate enough y to count on him, she has some
negative evaluation on y) or distrust
- mistrust (x worries about y)
- implicit trust, be it either spontaneous, naive and by default (lack of suspect), or
be it automatic and procedural, just based on previous positive experience and
learning.

It should be time now for cognitive models to go beyond the functional
approach to emotions. The title of the well-known paper by Frijda and Swagerman
[27] was “Can computer feel?”, but immediately the authors clarify that:

“The question is ambiguous. The word “feeling” refers to a kind of
conscious experience and to a process of affective appraisal and
response... The paper discusses the second meaning of “feeling”. Its main
theme can be rephrased as: Can computers have emotions?”.

Compared with the title of the paper this is a bit disappointing. Can cognitive
science provide any theory of the most relevant sense of “feeling”, the subjective,
phenomenic experience? Or is this beyond the capability of the cognitive science
paradigm? In my view, Frijda’s claim that “what is interesting in the phenomena
that make one use concepts like ‘emotions’ and ‘emotional’ is not primarily
subjective experience” (p.236), should be considered now a bit obsolete. One
should not abandon either the functionalist approach to emotions or the cognitive
analysis of emotions, but one should try to extend the model to cover or to
integrate the other very relevant aspects. So the question “Can computer feel?”
should be taken seriously. I claim that computers can feel if they have a body (and
a brain) not simply a hardware: a real body including self-perception and internal
reactions (either peripheral or central); and these somatic reactions should be
related -by attributional representations or by association- to mental representations
(beliefs, goals, etc.).

It is important to understand that the problem is not only to go beyond a
functionalist analysis of emotions to integrate other aspects, but the problem is that

evaluation is very different from ambivalent evaluation. Thus, we have to
distinguish between two types of ‘unharmfulness’ ‘safety’ ‘there is nothing to
worry’ etc.: the implicit and the explicit one.

Implicit unharmfulness simply consists in the absence of suspects, doubts, reasons to
worry, diffidence, no perceived threats; some sort of ‘by default’ naive and non-
argumentable confidence. I do not have reasons to doubt of y’s pro-attitude (active
or passive adoption), I do not have negative beliefs about this.

Explicit unharmfulness consists of explicit beliefs about the fact that ‘I have nothing
to worry from y’.

Both the implicit or explicit unharmfulness can be based on other beliefs about y, like “He
is a friend of mine”, “I’m likeable”, “I feel his positive emotional disposition” (empathy),
“he is honest and respectful of norms and promises”, “he fears me enough”, ... and also “he
trusts me and relies on me”. This unharmfulness perception and then trust in y based on y’s
trust in x, is important for the circular dynamics of trust and to explain how trust can create
trust.
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• any functional explanation is incomplete if ignores the subjective facet of
emotions.

The real problem is precisely the function of the internal perception, of the
“feeling” of the bodily peripheral reactions and of the central response. Since a
reactive system can do the job of an emotional system, why do we need emotions?
why do we need a system which perceives its own reactions? what is the role of
this self-perception in the adaptive process?

Let me clarify a bit this point. With a few exceptions (for ex. [43]) the
dominant AI position about emotions remains that enounced by Simon [48] who
explains their function in terms of operating system interrupts that prompt one
processing activity to be replaced by another of higher priority, i.e. in terms of a
reactive goal-directed system in an unpredictable environment. As Sloman and
Croucher observe, the need to cope with a changing and partly unpredictable world
makes it very likely that any intelligent system with multiple motives and limited
powers will have emotions [50]. I believe that this view is basically correct, rather
topical (ex. [42]) but seriously incomplete. This function is necessary to explain
emotions but is not sufficient; and precisely AI and ALife show this. In fact, to
deal with this kind of functionality a good reactive multi-task system able to focus
attention or memory and to activate or inhibit goals and actions would be enough.
Current models of affective computing simply model the emotional
behaviour/expression and the cognitive-reactivity function. Consider for ex.
Picard's nice description of fear in a robot:

"In its usual, nonemotional state, the robot peruses the planet, gathering data,
analyzing it, and communicating its results back to earth. At one point, however,
the robot senses that it has been physically damaged and changes to a new internal
state, perhaps named 'fear'. In this new state it behaves differently, quickly
reallocating its resources to drive its perceptual sensors and provide extra power
to its motor system to let it move rapidly away from the source of danger.
However, as long as the robot remains in a state of fear, it has insufficient
resources to perform its data analysis (like human beings who can't concentrate on
a task when they are in danger). The robot communication priorities, ceasing to be
scientific, put out a call for help." [44] 6

What is lacking in this characterisation of fear? just the most typical "emotional"
aspect: feeling.
Feeling is a broader notion: we can feel a lot of things that are not emotions (needs,
for ex.). However, feeling is a kernel component of emotion: if we cannot feel x,
we should/could doubt that x is an emotion [39]. As I said, this puts out a serious
question: since we can account for emotional functioning without modelling
feeling, since a reactive change of the internal state, cognitive processing, and
behaviour is enough, why is feeling such a crucial component of human (and
animal) emotions? Is it a mere epiphenomenon lacking any causal function in the
process? Or which is its function and its reason?
Emotions, it is true, provide reactivity to the agent, and enter the control and the
commitment of the system. More precisely, emotions are -as we saw- one of the
sources of our goals, they are one of the mechanisms of what I call "cognitive
reactivity" [8]:

a) the reactive activation not of a reflex or an action but of a goal (to be
planned, in case), and

b) an activation based not on a stimulus/perception but on a belief (even
internally generated by inference).
The emotionally activated goals can also bypass decision-making (or have high
priority), and interrupt planning or execution. All this is rather obvious.

6 A similar view in (Webster 1997) about depression in robots.
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However, we already have this kind-level of reactivity for example in BDI agents,
or in other architecture more biologically inspired. Thus, we don't really need
emotions for doing this, nor there is any reasons to call "emotions" such a reactive
mechanisms, since they do not capture what is special in emotions. Is there
something more than reactivity in emotions? something we don't have yet in our
cognitive-reactive agents, and that could be important for their efficiency/survival?
Consider a BDI architecture (Georgeff; Lansky; Pollack; Rao; see [29]): the agent
is situated in an evolving environment and is able to modify its behaviour
-opportunistically and reactively- on the basis of the information arriving from the
environment relative to success or failure of actions, to changes in the world,
erroneous predictions, etc. This is rather "adaptive".
But living organisms have also an "internal environment" they receive information
from and react to. Let call "internal states" the states of this internal environment
(the body and its self-perception) which are different from mental/cognitive states
(I mean the state of the agent's beliefs, goals, intentions, etc..).
These internal states can evolve in time following rules that are independent of the
evolution of mental states. Consider for example the level of energy (battery) at
disposal for actions: this level will decrease with the activity of the agent and/or
with time. The system perceive this (has an information about this), and its
preferences can change on such a basis.
These internal states evolve in time following rules that are also independent of the
evolution of the external environment. However, these internal states also evolve
on the basis of external stimuli: reactively (this is specially true for emotions), and
we perceive such "alteration" of our internal state, we perceive our bodily
"response" to the environment. For example the arousal reaction.
Which is the role of this "internal environment" and of the information about it?
Let me say that this role is "dispositional": the status of the internal environment
change the "disposition" of the agent toward the external environment.
"Disposition" of course is an awful psychological, very vague and ambiguous term.
I do not mean here goal activation, the orientation toward a given behaviour. I
prefer to call this latter aspect of emotion: "conative" or "motivational". Thus, let
me try to characterize the "disposition" saying that the internal state changes and
"tunes" all the information processing, and the cognitive and motivational
processing of the system.
For example, the thresholds of our perceptual apparatus or of our reactions are
modified; the rapidity of certain kind of processing (or of all the processes) is
improved; resources of processing are allocated on certain levels or tasks; attention
is oriented to certain area or stimuli; some perceptual or semantic aspects are
activated; some goals are more ready to be activated than other; they will be
activated with a different urgency or force; then also preferences will be different;
the same for possible alternative behaviour for the same purpose; the credibility of
certain sources or beliefs will change; memory is affected too; etc.
In other words: all the processing of perception, beliefs, and goals is affected by a
given internal state and its impact on the BDI architecture.
In other words: the response of the agent to the same external event or stimuli
-being equal its knowledge, its ability, its potential goals (desires/motives)- will be
different depending on its internal state (and the information it has about).
This is true not only for emotions but even for simpler states like hunger or the
sexual drive. It is well known that animals that react to a given sexual stimulus
with a fixed pattern of behaviour (reflex) do not react always and always with the
same probability, easiness, and intensity. It depends on the internal level of the
sexual drive. It is well known that we are more leaning to see (perceive or
misperceive) food or things associated with food (ex. food related words) when we
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are hungry, and that all our preferences, priorities, attention and memory processes,
etc. change. This is even more true for emotions in the strict sense.
Emotions also show some differences (if compared with hunger, etc.), of course:
the internal emotional status can be created just by external stimuli or by beliefs:
normally they are not internally/physiologically generated. Thus, in some sense we
react (at a cognitive level: the dispositional impact of the emotion) to a sub-
cognitive reaction: we react to our reactions.
Thus, again: to stress the importance of emotion for autonomy, reactivity and
adaptation in a dynamic environment, or for dealing with multiple goals [42] is not
enough. What is specific and special in emotions as reactive control systems? why
shouldn’t other multi-task, reactive and situated mechanisms be enough? What is
the role of feeling, of “sensing” the internal environment and the automatic bodily
reactions in this reactive control and adjustment to the stressing external
environment?

I believe that computational models of emotions should answer precisely
this question, which they unavoidably elicit.
As I already said elsewhere [9] I believe that the main functions of the feeling
component in emotion, i.e. of the fact that the robot should sense those changes of
its internal state and of its behaviour (energy allocation, disturbance and distraction
from the task, fast movement of avoidance, etc.) are the following ones:

a) felt emotional internal states work as drives [41] [6] [5] to be satisfied, i.e. to be
brought back to the equilibrium (homeostasis) through action; Mower [38]
postulates that in learning the animal learns precisely what behavior serves to
alleviate the emotion associated to a given stimulus;

b) felt emotional internal states work as positive or negative internal
reinforcements for learning (they will be associated to the episode and change
the probability of the reproduction of the same behaviour); 7

c) last but not least, as we will see felt emotional internal states associated to and
aroused by a given scenario constitute its immediate, unreasoned, non-
declarative appraisal (to be distinguished from a cognitive evaluation - cf. 4.1).

The cognitive dominant paradigm cannot neglect any longer the necessity
for modelling subjective experiences and feelings. The relation with a body seems
to be crucial: beliefs, goals, and other mental (declarative) ingredients do not seem
to be enough. Nevertheless, beliefs, goals, expectations are necessary also for
modelling emotions, at least complex social emotions. Also a better and convincing
functionalist analysis of emotions (see also [19]) requires precisely to explain the
functional role of “feeling”: cognitive appraisal, modification of attention and of
cognitive processes, reactive changes of goal priorities, are not sufficient.
Let’s now examine a bit more carefully the two natural systems of valence and
how they are related to emotions and interaction.

Heart has its own reasons
which are unknown to Reason

Pascal

7 I assume, following a long tradition on emotional learning, that in general positive and
negative emotions are reinforcers; but notice that this does neither imply  that we act in
order to feel the emotion, which is not necessarily motivating us (it can be expected without
being intended); nor that only pleasure and pain, or emotions, are rewarding (Staats, 1990).
See also Bozinovski, S. and Bozinovska, L. (1998) .

Intuitive Appraisal
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There are at least two kinds of appreciation of valence of events,
situations and entities; two kinds of "evaluation" in a broad sense.

a) A declarative or explicit form of evaluation, that contains a judgement of a
means-end link, frequently supported by some reason for this judgement,
relative to some "quality" or standard satisfaction.
This is a reason-based evaluation that can be discussed, explained, argumented
upon. Also the goal of having/using the well-evaluated entity (which is the
declarative equivalent of "attraction") can be "justified". This is the classical
approach to values (moral or ethical) that is synthesised by the “motto” (of
Aristotelian spirit):

"it is pleasant/ we like it, because it is good/beautiful"

b) A non-rational (but adaptive) evaluation, not based on justifiable reasons; a
mere "appraisal", which is just based on associative learning and memory.

In my view, in the psychological literature on emotions, in particular in the very
important and rich literature on emotions as based on a cognitive appraisal of the
situation [25] [26] [1] [47], there is a systematic and dangerous confusion between
these two kinds of "evaluation" (also in Damasio). Incoherent terms and properties
are attributed indifferently to the term "appraisal" or "evaluation". This
fundamental forerunner and component of the emotion is characterised -at the
same time- as "cognitive", "intuitive", "immediate", "unconscious", implying also
inferences and predictions, etc. I propose [37] to distinguish between "appraisal" -
that should be the unconscious or automatic, implicit, an intuitive orientation
towards what is good an what is bad for the organism- and "evaluation". I reserve
this term for the cognitive judgements relative to what is good or bad for p (and
why).

Let me -very shortly - characterise what kind of mental object is an evaluation,

(for a well argued and extended analysis of this see [37].
Our claims are that:
• an evaluation is a kind of belief concerning the power (hence the usefulness) a

given entity (be it an object, organism, agent, institution, etc.) or state of the
world is endowed with in relation to a certain goal; evaluations are closely
linked to goals: they are beliefs arising from goals, and that give rise to goals;
evaluations play a crucial role both in cognition (problem solving) and in
social interaction;

• a value is a special kind of evaluation; while an evaluation implies a means-
end relationship (an entity or state of the world is assumed to be "good" or
"bad" for a goal p) a value is a "means" for an unspecified goal, or class of
goals, and turns into something "good" in itself; values show an even closer
relationship with goals, and in particular norms, by virtue of the absolute
character of this special kind of evaluations; values serve important functions,
both cognitive and social, which result from their being a borderline mental
object, between evaluations and goals: values' kinship with absolute
imperatives in fact favours the social function, while their cognitive functions
are made possible by their evaluative features.
Let’s put aside values and see a bit more precisely cognitive evaluations.

We define an evaluation of an entity x as a belief of an evaluating agent e about x's
usefulness with regard to a goal p. If for instance x is a pair of scissors and e

how it is reducible to its elementary components (beliefs and goals), how its works

5.1 Evaluations
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believes -- from direct experience, inference, or someone else's communication --
that it is good for cutting a piece of cloth, in so doing e is evaluating the scissors
with regard to that goal. We might represent an evaluation (more precisely a
‘positive’ evaluation) as follows:

(BEL e (GOOD-FOR x p))
where x denotes an entity variable (i.e., an object of any kind: physical object,
organism, agent, etc.), e is an agent variable and p is a well-formed formula
representing a state of the world; the predicate (GOOD-FOR x p) means that x is a
means for p, which is what e BELIEVE. GOOD-FOR has a very broad semantics:
it merely expresses that x (or q) is useful for making p true; x may either directly
realize p, or cause p to be realized, or favour that p be realized. As already
observed, GOOD-FOR expresses a very broad means-end relationship. Evaluations
are a special kind of beliefs, characterized by a strict relationship with action, by
virtue of their link with goals.
Evaluations imply goals by definition, in that the latter are a necessary component
of evaluations, namely, the second argument of the GOOD-FOR predicate. From a
more "substantialist" perspective, evaluations imply goals in the sense that they
originate from them: it is the existence of some goal p (either e's or someone else's)
that make the word good or bad, justifies and motivates both the search for a means
x to achieve it, and the belief that x is (not) GOOD-FOR p. Goals and evaluations
endow objects and people with ‘qualities’ and ‘faults’.

The relationship between evaluations and goals is even closer, because
evaluations not only imply goals, but also can generate them. In fact, if e believes x
is good for some goal, and e has that goal, e is also likely to want (possess, use) x.
So there is a rule of "goal generation" which might be expressed as follows: if e
believes something x to be a means for e 's goal p, e comes to have the goal (USE e
x) of exploiting the means x.

Evaluations, that is knowledge about "what is good for what", and "why", play
a crucial role in all the cognitive activities which are based upon symbolic and
explicit representations, reasoning and deliberation. For example in problem
solving and decision making the particular advantage offered by evaluative
knowledge is precisely a preliminary relationship established between descriptive
knowledge and goals, in terms of beliefs about "what is good for what", derived
from either one's experience about problems solved in the past, or one's reasoning
and inferences (think for instance of evaluation by standard), or others'
communication. Evaluations make such a relationship explicit; they fill the gap
between knowledge and goals, by "reinterpreting" the properties, qualities, and
characteristics of objects and situations in terms of means for the system's
(potential or actual) goals. The cognitive network ceases to be neutral and becomes
"polarized" toward goals, that is ready for problem solving and decision making.

In a cognitive agent preferences can be internally represented both at the
procedural and at the declarative (propositional) level.

• Having a "procedural preference" means that, at a given level of their
processing, a system's goals present different degrees or indexes of activation,
priority, weight, value, importance (or whatever), that in fact create some rank
order among them, which will be followed by some choice/selection procedure.

• Having a "declarative preference" means that the system is endowed with
an explicit belief like: "x is better than y (for goal p)". In particular, three types of
beliefs are relevant for preferences: (a) simple evaluations, that is beliefs about
how good/useful/apt/powerful are certain entities relative to a given goal ("x is very
useful for p"; "y is quite insufficient for p"); (b) comparative evaluations like "x is
better than y for p"; (c) reflective preference statements, of the kind "I prefer x to y
(for p)". Generally, (b) are based on (a), and (c) are based on (b).
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Both procedural and declarative preferences can coexist in a human mind (and
would be of some use in artificial minds too), and each level of preference
representation, though having its own mechanisms of reasoning, is translatable into
the other. One can derive a "weight" from the declarative evaluations and their
arguments, and vice versa, one can explicitly express (as beliefs) some priority of
attractiveness, urgency, activation, or whatever.

However, being able to deliberate, that is, to choose an alternative on the
grounds of explicit evaluations concerning the "goodness" of the various options,
and being capable of reasoning aiming at supporting such judgements add further
advantages to the mere fact of making choices. In these cases, in fact, the system
can justify its choices, as well as modify the "values" at stake through reasoning.
Moreover, it is liable to persuasion, that is, it can modify its preferences on the
grounds of the evaluations conveyed by others.
We interact with people on the basis of the image and trust we have of them, i.e. on
the basis of our evaluations of them: this define their ‘value’ and reputation. And
also social hierarchies are just the resultant of the evaluations that the individuals
and the groups receive the one from the others.

Given this "cold" view of evaluation (“cold” if compared it with others' - e.g.,
[34], what is the relationship between evaluation and emotion? As we claim in
[37]:

• Evaluations do not necessarily imply emotions
No doubt many evaluations show some emotional feature. For instance, if I believe
a certain food, book, person, and so on, to be "good", I will be likely to feel
attracted to it (or him or her). But evaluations and emotions are not necessarily
associated with each other, because not any belief about the goodness or badness of
something necessarily implies or induces an emotion or an attraction/rejection with
regard to that "something". There also exist "cold" evaluations: if, for instance, I
believe that John is a good typist, I will not necessarily feel attracted to him.
Evaluations are luckily to have emotional consequences if they:
 i) are about our own goals (e, the evaluator, is = to x, the goal owner);
ii) these goals are currently active;
iii) they are important goals.

• Emotions do not necessarily imply evaluations
One may view attraction or rejection for some x as a (possible) consequence of an
evaluation; so, in this case the emotion "implies" an evaluation in the sense we
have just considered. On the other hand, however, one may view attraction or
rejection per se as forms of evaluation of the "attractive" or "repulsive" object. In
the latter case, we are dealing with a supposed identification: to say that an
emotion implies an evaluation means to claim that the two actually coincide, which
is still to be proved.
In fact, we view attraction and rejection as pre-cognitive implicit evaluation that
we call “appraisal” .

We assume that a positive or negative emotional response can be associated with
some stimulus. The automatic activation of this associated internal response (in
Damasio's terms, a "somatic marker"; [20]) is the "appraisal" of the stimulus
postulated by several theories of emotions [1] [25] [32] [51]. The associated
negative or positive emotion makes the situation bad or good, unpleasant or
pleasant, and we dislike or we like it.

5.2 Appraisal
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• “Appraisal “consists of an automatic association (conscious or unconscious)
of an internal affective response/state either pleasant or unpleasant, either
attractive or repulsive, etc., to the appraised stimulus or representation.

It does not consists in a judgement of appropriateness or capability - possibly
supported by additional justifications- ; on the contrary, it just consists in a
subjective positive or negative experience/feeling associated to the stimulus or to
the mental representation, usually previously conditioned to it in similar
circumstances, and now retrieved.
This gives us a completely different “philosophy” of valence and value: now the
“motto” is the other way around -in Spinoza’s spirit-

“It is good/beautiful what we like/what is pleasant”

As a cognitive evaluation of x is likely to give rise to some goal (if the evaluator e
believes something x to be a means for e's goal p, e comes to have the goal q, of
acquiring and using the means x - see [37]), also the emotional appraisal of x gives
rise to a goal: it activates a very general goal linked to the emotional reaction. This
is the conative aspect of emotional appraisal. Positive appraisal activates an
"approach goal" ("to be close to x; to have x"), while negative appraisal activates a
generic avoidance goal ("not to be close to x; to avoid x").
We consider these sub-symbolic, implicit forms of "evaluation" as evolutionary
forerunners of cognitive evaluations. Thus we believe the answer to the question
“do emotions imply evaluations” depends on the level of analysis addressed.

It seems to me that there are several partially independent scientific traditions that
can now contribute to give us an operational and clear model of what appraisal is
and how account for its primary, intuitive, reactive, automatic, etc. character and
its link with ‘feeling’. We do not claim that such a model already exists, but simply
that it can be guessed, because those approaches provides converging evidences
and converging models about mechanisms strongly candidates to implement the
psychological notion of appraisal as distinguished both
- from generic primary stages of information processing of the stimulus 8, and
- from high level declarative cognitive evaluations.
I refer to studies from some pavlovian and behaviourist tradition (ex. [52]), studies
about the affective primary automatic response (ex. [3]), and Damasio’s theory of
“somatic markers”. I cannot discuss this literature here.

It seems to me that those approaches characterise process that partially overlap and
partially can coexist, and that they can provide a quite clear idea of how to define
Appraisal as clearly distinct from cognitive evaluations.

Main feature of such a model should be the following ones.

1. Appraisal is an associated, conditioned somatic response which has a central
component and involves pleasure/displeasure, attraction/repulsion. Where

8 Consider for example the pattern matching process and the recognition of a key-stimulus
or releaser in animal. For example the recognition of the right configuration of spots on
seagull beack elicits the pecking behaviour in the offspring. We do not consider this
information processing as such as an ‘appraisal’ or an ‘evaluation’ of the stimulus. Per se it
does not imply any ‘valence’ any effective reaction or any judgement of goodness. The
stimulus is not positive or negative, till we consider only its recognition as a pattern
matching, and its unconditioned behavioural response. If we suppose that it elicits also some
‘emotional’ or ‘pleasure’ or ‘attractive’ response (which does not simply coincide with the
behaviour) associated to it, in this case this is the appraisal response, and there is an
appraisal of the stimulus, which gives it a subjective ‘valence’.
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attraction/repulsion is not a motor behavior but just the preliminary, central and
preparatory part of a motor response. And pleasure/displeasure is simply the
activation of neural centres.

2. This associated response can be merely central, because also the somatic-
emotional component can be reduce to its central trace (Damasio’s somatic
markers) and because emotions have a central response component which is
fundamental [35] [52]. But of course this response can be also more complete
involving overt motor or mussel responses or somatic emotional reactions.

3. This associate response is automatic, and frequently unconscious.

• Appraisal is a way of ‘feeling’ something, thanks to its somatic (although
central) nature.

• Appraisal gives ‘valence’ to the stimulus because makes it attractive or
repulsive, good or bad, pleasant or disagreeable.

• Appraisal has ‘intensionality’ i.e. the association/activation makes what we
feel “about” the stimulus, makes it nice or bad, fearful or attractive. It gives
the stimulus that character that Wertheimer called ‘physiognomic’. (How this
happens, how the associated responses is ‘ascribed to’, ‘attributed to’, and
‘characterises and colours’ the stimulus; how it does not remain concurrent but
dissociated is not clear -at least to me- and probably just the effect of a neural
mechanism).

4. When it is a response just to the stimulus it is very fast, primary. It anticipates
high level processing of the stimulus (like meaning retrieval) and even its
recognition (it can be subliminal). In this sense the old Zajonc slogan ‘preferences
need no inferences’ prove to be right (although not exclusive: there are preferences
which are based on reasoning and inferences; and also emotions based on this).

5. There can be an analogous associative, conditioned, automatic response to high
level representations: to beliefs, to hypothetical scenarios and decisions (like in
Damasio 9), to mental images, to goals, etc.
We have to change our usual view of cognitive ‘layers’, where association and
conditioning are only relative to stimuli and behaviours, not to cognitive mental
representations.

• Any emotion as a response implies an appraisal in the abovementioned
sense.

It implies the elicitation of a central affective response involving
pleasure/displeasure, attraction/repulsion, and central somatic markers if not
peripheral reactions and sensations. This is what gives emotions their ‘felt’
character. (While, not all emotions presuppose or imply a cognitive evaluation of
the circumstances).

Evaluation and emotional appraisal have much in common: their function (Miceli
and Castelfranchi, in press). Evaluations favor the acquisition of adequate means
for one's goals, and the avoidance of useless or dangerous means, and precisely the
same function can be attributed to emotions.

9 Although he seems not completely aware of this important feature of his theory, which
makes it different from traditional conditioning theories.

5.3 Relationships between Appraisal and Evaluation
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More than that: emotions -- though they have traditionally been attributed the
negative role of clouding and altering rational thought -- seem to help at least some
kind of reasoning. In fact, they provide "nonconscious biases" that support
processes of cognitive evaluation and reasoning [2], enabling for instance to
choose an advantageous alternative before being able to explicitly evaluate it as
advantageous 10.
However, all this should not prevent one from acknowledging the differences
between emotional appraisal and cognitive evaluation, addressing the latter in their
own right, and trying to establish their specific functions (Miceli and Castelfranchi,
in preparation). For instance, in some context emotional appraisal by itself might
prove insufficient for assuring adaptive responses, in that, the more changeable and
complex the world becomes (because of the increasing number of goals and
situations to deal with, and the complex relations among such goals and contexts),
the more one is in need of analytical and flexible judgements about objects and
events, rather than (or in addition to) more global and automatic reactions. In fact,
evaluations allow to make subtle distinctions between similar (but not identical)
goals and means, and to find out the right means for some new goal, never pursued
in the past.
Moreover, evaluations allow to reason about means and goals, and to construct and
transmit theories for explaining or predicting the outcome of behaviour.
Therefore, though emotional appraisal can be conceived of as an evolutionary
forerunner of cognitive evaluation (as well as a valuable "support" for it), being an
evolutionary "heir" does not imply maintaining the same nature as the forerunner;
on the contrary, one might suppose that the same function has favored the
development of different means, at different levels of complexity.

It is also important to consider that evaluation and appraisal about the same
entity/event can co-occur, and give rise to convergence and enhancement of the
valence, or to conflicts; in fact, either

- the means that we are rationally considering for our ends are associated to
previous or imagined positive experiences); or

- what I believe to be the right thing to do frightens me; what I believe to be
wrong to do attracts me.

(On this Damasio’s model of the role of the somatic markers in decision making
seems rather simplistic).

Evaluation and appraisal can also derive one from the other.
It is possible to verbalise, to translate a merely affective reaction towards B into a
declarative appreciation. This is for example what happens to the subjects in the
experiment by Bargh [3]. They do not realise that their evaluation is just a post hoc
rationalisation of some arbitrary association they are not aware of.

10 A number of studies conducted by Damasio and his collaborators (e.g. Bechara,
Damasio, Damasio, and Anderson 1994) have pointed to the crucial role of emotion in
cognitive evaluation and decision making. Their patients with lesions of the ventromedial
prefrontal cortex show emotional blunting as well as difficulties in making decisions,
especially in real-life contexts. If compared with normal subjects, they do not show stress
reactions (as measured, for instance, by skin conductance response) when trying to make
choices in uncertain and risky contexts (e.g. a gambling task). The interesting fact is that
such emotional reactions, displayed by the normal subjects especially before making a
wrong choice (i.e. a kind of choice previously associated with some punishment), help them
to avoid it, and to opt for a less risky alternative. Such a choice is made before reasoning
over the pertinent beliefs, including cognitive evaluations about the game, its options, and
the possible strategies of decision making.
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Also the opposite path - from a cold evaluation to a hot appraisal - is possible;
especially -as we saw- for personal, active, important goals, and in particular for
felt kinds of goals like needs, desires, etc. [9].

This possible translation from one form to the other is very important also because
it helps to explain a very well known vicious and irrational circle of our emotional
life [24]. I mean the fact that we feel our emotional activation, what we feel
towards B, as a possible evidence, confirmation of our beliefs that gave rise to that
emotion itself. So for example we start with a belief that B can be dangerous, we
predict possible harm, on such a basis we feel some fear, and then this fear (as an
appraisal of B) ‘feedbacks’ on the beliefs and increases their certainty, i.e.
confirms them; something like: “Since I’m afraid, I was right! it is dangerous”
(which is not such a rational evidence; it is a case of self-fulfilling prophecy and of
“motivated reasoning” [31]):

    Belief  
(evaluation)

Aristole's arrow

Spinoza's arrow 

 Emotion  
(appraisal) 

The need of giving more weight to emotional and personality aspects, in
agents' behaviour modeling, is emerging as a new and promising research objective
[30] [40]. A 'believable' behaviour would be shown by an agent which avoids
answering to questions to which it is not able or willing to answer, is able to react
to unexpected questions or attitudes of other agents, and assigns weights to its
goals and beliefs according also to its emotional status [45]. Emotional and
personality aspects of the mental state play a particularly relevant role in conflicts
among agents: 'impatient, aggressive, polite, persistent, rude....' people show
radically different ways of managing conflicts with others [11]. In general, emotion
will play an important role in HC, in H-Agent and probably also in Agent-Agent
interaction [40]. However, I will discuss on this topic only:

• the role of cognitive emotional stuff (manly: evaluations);

• the role of the feeling component;

• the role of affective/appraisal reactions in interaction, compared with the role
of true cognitive evaluations.

Is there any advantage or necessity of cognitively complex emotions in HCI? I
believe that in several cases a cognitive content of emotions will be useful and
even necessary.

Cognitive Ingredients? Feeling? Evaluation? Appraisal?
6. What Aspects of Emotion Are Pertinent in Interaction?

6.1 Are the Cognitive Aspects of Emotion  Useful in Interaction?
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Let’s consider for example the recognition of the other’s emotions.

There is an implicit and reactive “meaning” or better functional social effect of the
expression of emotions; but there is also some “symbolic” meaning, something
that the emotion is communicating to us and that we explicitly know and
understand.
When A recognise B’s emotion this is in fact in order to have an “appropriate”
reaction to /interaction with B, either immediately (during the emotional episode)
or in the future: A learns about B through her/its emotional expression. But what is
an “appropriate” reaction? To what it is “appropriate”? Or: what does A learn
about B?
When A recognises an emotion he is not just recognising its bodily or behavioural
signs. The recognition of an emotion is somewhat similar to the “recognition” of an
intention or a plan from an observed action: it should precisely entail the
attribution to B of an internal state of mind or subjective experience.
What A learns about B is mainly about her mind (her goals, concerns, beliefs,
feeling and personality); and it is to B’s mental content that A’s reaction should be
“appropriate”.
If A recognises that B is ashamed and blushing (in a given situation) but he/it does
not understand “why”, i.e. what B is worrying about:

- whose negative judgement B is caring;
- what she/it considers a poor performance or a defect;
- why she/it believes that the other noticed or discovered this;
- what norm, value or expectations she/it believes to have violated; and so on;

A is not really able to efficaciously interact with B on that emotional episode. He/it
cannot for example say appropriately:
“there is nothing wrong in doing/being.......”, or “nobody will know about ....”;
“why do you worry so much about y’s opinion...”; “You should not be ashamed of
...; there is nothing bad in this; you should be proud of...”
A cannot take the appropriate decision for the future, for instance, avoiding to
expose B to some situation or information that could be embarrassing for her.
This applies both to the recognition of the user’s emotions, and to the recognition
of the machine’s (or believable agent’s) emotion. In case of a machine’s expression
of emotion it will not be able to appropriately interact about this, because it will not
be able for example to explain what and why it is blushing; what it believes (for
example that some other agent saw it doing something, or that somebody can
infer/find out that something is bad, and that it is responsible for that).

The same applies in emotion production. If the machine/agent must simply produce
funny faces and expressions, a non-cognitive emotion is enough; but if it must be
able to interact about this, in dialogue for example, there will be the above
problem.

• For an advanced emotional interaction the artificial entities should have an
analytical/complex representation of the presupposed mental state (beliefs,
goals).

It is important to stress that not necessarily they must have this mental content to
show the emotion. Knowledge about and the capability to “reason” about this
mental stuff seem enough: like an alien observing and studying people on the earth
and simulating emotions (and discussing about them).
However, if A has to simulate having a given goal, given beliefs, a given value or
norm, etc. in order to efficaciously simulating of having a certain emotion, perhaps
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it would be simpler to really build some sort of BDI mind in order to express
emotions. 11

What is the use of felt emotions for interaction? While with simulated emotions
you can have the interactive phenomenon of contagion (if I’m embarrassed you are
embarrassed, if I’m bored or sorrowful you are bored, etc.) you cannot have real
“empathy” and identification. A can neither “imagine” nor feel what B is feeling.
In empathy A and B should both feel something and A’s feelings are the contagion
of or the identification with B’s feelings.
If we believe that empathy (not simply simulated empathy) is useful in affective
computing, we need agents or machines able to feel something.
I personally do not see cases where simulation of feelings is not enough for HC
interaction. It seems to me that even conversation about what I/we feel can be
based on simulated feelings, and as for the reactive component of the empathic
reaction, this can be produced without the internal feeling. But, I might be wrong,
and it might be different with robots and artificial creatures.

What the difference and the use in interaction between an intuitive, reactive
appraisal of the valence of a given event or agent, and an explicit reason-based

For sure affective computing requires the ability of having, showing and
recognising reaction of attraction/ rejection, of liking/disliking; at an immediate,
automatic, and non analytical and unaware level. This cannot be replaced by a
more explicit and conceptual evaluation of an event, object or agent relative to
some clear goal.
To say “I do not believe that you are good for...”, or “I do not trust your
ability/competence in...”, is very different from showing feelings of distrust, or
antipathy; and its is also different from saying “he is disagreable”, or “I do not trust
him, but I don’t know why” (which is a way of verbalising a mere intuitive
appraisal).
Both the artificial entity and the user must be allowed to feel attraction or
repulsion, or to feel trust or distrust without being able to understand or to explain
precisely why - simply as a form of conditioning or association- and to express this
in a verbal or non-verbal way.
However, also in this case is not clear if for interaction is necessary that also the
machine feels this appraisal, or its simulation is enough.

On the other hand, for sure in other circumstances it is also necessary that the
machine is able to make explicit its evaluation of something relative to a given
goal and to given qualities; and that it is able to understand the direct (“this is
good/useful/OK/...”) or the indirect (“this is intelligent/ fast/ economic/ dangerous
...”) evaluations by the user.
When Picard [44] claims that an affective computer could understand what its
owner likes or dislikes and could adapt to the user’s needs, she mixes up -for both
the computer and the user- appraisal with evaluation: on the one side, we should
distinguish between an explicit “understanding” of the user preferences and needs,
and an affective conditioned reaction; on the other side, the user “preferences”

11 Also because perhaps it is true that -at least among humans- in order to be fully
believable emotions must be rather spontaneous, involuntary, non simulated and controlled

evaluation of it?
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might be either true evaluations and explicit preferences, or mere affective
reactions.

Both systems for dealing with valence are necessary, and both are related to
emotional reaction and interaction: as we saw an evaluation can start an appraisal
or a complex emotional reaction like shame or guilt or pride or fear. In particular, I
believe that for several reasons we have to pass from merely implicit and affective
forms of trust in the machine and in the information system, to more explicit forms
of trust and delegation based on true evaluations: this will be particularly important
with our personal assistants, with mediator agents on the net, with our human or
electronic partners in EC, and so on.
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APPENDIX - Emotion and Personality

We call personality trait [7] any internal state or processing mechanism of the
agent that:

• differentiates it from other agents with which it is interacting or is compared;
• is relatively stable (either built in or inborn or learned, but now quite

permanent) and cannot be just adopted or learned from outside on line;
• is mental;
• has to do with motivations, with the way of choosing, of reasoning, of

planning and so on.
We agree with Carbonell that personalities are mainly goal based: some of them
directly consist in the presence of a typical motivation or in a special importance of
a given goal (ex. sadist, glutton); others can be considered as implicit goals or
preferences. However, other personalities are rather based on "cognitive styles":
ways of reasoning, attending, memorising, etc.

That personality traits are stable does not mean that they are continuously relevant
or active: if x is a glutton, when he is working this can be irrelevant. Some
personality traits are conditional on a given circumstance: they are just temporary
attitudes. An attitude is characterized by tests/conditions specifying the
circumstance for its activation. An agent can assume an attitude or another
(relatively to the same problem) depending on circumstances or partners.
Therefore, we distinguish between traits and attitudes: both are constituents of
personalities. An agent can change or decide about its attitude towards a given
event, request, or agent, while it cannot change or decide about its personality
traits: these are not subject to contextual changes or decisions.
In short: a personality is a coherent, believable, stable, and typical cluster of traits
and attitudes that are reflected in the agent's behaviour. According to this
definition, agents with different personalities must show different behaviours in
similar circumstances; personalities should be coherent, by not producing
contradictory behaviours in the same circumstances, and should produce
"believable" behaviours. By doing this, they too are "believable".

Personality and Emotions
Emotional states are among those internal states that shape an agent's cognitive
process and reaction; they can also characterise the agent. Emotion-based
personalities can be defined, like shameful, fearful, pitiful and so on: these
personalities are characterised by the agent's propensity for a given emotional
reaction. However, emotions and personalities should not be mixed up with one the
other, like it risks to happen in the "believable agent" domain. This is due to the
fact that, in that domain, personalities are introduced just for the sake of
"believability", and believability for sure requires emotional reactions [23] [30]
[33] [44].
In our view:

• emotions do not necessarily imply personalities, since there might be
emotional behaviours that are shared by the whole population of agents and
do not characterise particular agents or individuals;

• personalities are not necessarily related to emotions: they might be just based
on
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• cognitive properties or styles (like a "fantasyful" agent, or a "fanatic"
(commitment) agent, or an agent with an external attribution strategy
and so on,

• preferences and goals,
• interactive strategies (ex. Tit-for-Tat agents; or cheaters, etc.).

Of course, it is true that these cognitive styles, and in particular preferences and
goals, can make a given type of agent (or individual) exceptionally liable to some
emotions. However, these emotions are not the basis for constructing and
characterising that agent, though being useful to recognise it. In addition, emotions
are not necessary: agents might be free from emotions while having personalities
[11].
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Abstract. The paper discusses the role of emotion in learning, presenting a 
connectionist learning architecture that indeed uses the concept of emotion in its 
learning rule. Presenting a working learning architecture based on the concept 
of emotion as value judgement, the paper contributes toward the efforts in 
answering the long-lasting question stated in psychology and philosophy: what 
is an emotion. The description of the architecture is followed by description of 
an experiment, in which the architecture is used as a learning controller in a 
process of training a simulated goalkeeper robot for a RoboCup match.  

 

1     Introduction 
 
Emotion has always been recognized as an important feature underlying human 
behavior and has been considered as a distinct research area in psychology and 
philosophy. But, the concept of emotion, being natural in humans, is rather difficult to 
implement in artificial agents. In artificial agents research, although most of the effort 
has been put on cognitive part of artificial beings, (under the name of Artificial 
Intelligence AI), in the last twenty years there have been several pointers toward the 
issue of feelings and emotions (Artificial Emotion, AE) as needed features for 
developing an artificial intelligent creature (e.g. [32], [5], [23]). More recently, a 
critical mass of researchers in the area induced dedicated meetings to present the 
obtained results (see [13], [14], [36], [25]). Several issues in the emotional agent 
design emerged, among others the problem of emotion-based learning in autonomous 
agents. The issue has been addressed from several viewpoints [7], [17], [35]. In 
essence, the problem is how to define emotion-based learning in a robot, and how to 
implement it in a useful and straightforward manner.  

   This paper deals with philosophical issues and a computational model of emotion 
that can be used in the learning system of a robot. We will start our discussion with 
appreciation of some philosophical and psychological findings: that the emotion can 
be considered as a process of internal value judgement. After that we will give a 
taxonomy of learning paradigms in which we place the emotion learning paradigm. 
Then we will describe an agent architecture which actually implements a 
computational model of emotion learning. We will present experimental evidence of 
an application of such an agent architecture as a controller of a robot that can be 
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trained to become a goalkeeper of a robot football team in a RoboCup match. At the 
end of the paper we will give a comment regarding the related work.  
 

2 
Emotion as Internal Value Judgement 

 
Among various taxonomies of emotion in philosophy and psychology, here we will 
briefly consider the taxonomy proposed by Calhoun and Solomon [12]. They divide 
emotional theories into sensation, physiological, behavioral, evaluative, and cognitive. 
Example of a theory of emotion saying essentially that emotion is a physiological 
reaction, essentially its familiar sensory accompaniment - a "feeling", is the theory of 
James and Lange [20]. To the other end, in Aristotelian theory, [12] emotion is a more 
or less intelligent way of conceiving a certain situation, determined by a desire (for 
example anger, the desire for revenge). Many of the modern theories involve both 
physiological and cognitive view toward the emotion. Some of them are concerned 
around the concept of belief, having in mind that if a person is in love, he or she must 
believe that the loved one has at least some virtues or attractions. It has also been 
noted that the analysis of emotion cannot be limited to the inner aspects of physiology 
and psychology, to visceral disturbances, sensations, desires and beliefs; emotion 
almost always has an outward aspect as well, its expression in behavior. From 
behaviorists point of view, emotion has expression in a behavior, so it can be defined 
as a distinctive pattern of behavior, sometimes recognized as affective behavior. 

  Among authors who have come to the idea to consider emotions as state 
evaluations is Brentano [11]. He follows the Aristotelian view of distinguishing 
emotions from cognitive and connative mental phenomena. In a sort of classification 
Brentano and Scheller [29] distinguish a class of emotions that have evaluative nature, 
from a class that has passionate nature. Sartre [28] and Solomon (e.g. in [12]) 
developed an evaluative theory in which emotions color the world with values.   

  What is the essence of viewing emotion as value judgement? It is a relation 
between emotions and evaluative beliefs. As a rule, what we feel about other people, 
events, and things in our lives generally indicates how we evaluate them. We value 
what we love, admire, envy, and feel proud of; we think ill of what we hate, fear, and 
find shameful or revolting. This way of thinking makes emotions logically dependent 
on evaluations. So emotions are (at least partly) evaluations. It can be said that 
evaluative theories compare pro- and con-  emotional attitudes (liking, disliking, 
loving, hating, etc) and positive and negative value judgements. 
    Supported by these findings from psychology and philosophy, our theory of 
emotion considers emotion as a value judgement. According to this theory, an agent 
builds two types of emotions: 1) emotion induced by the internal state the agent is 
currently in, and 2) emotion about the previous behavior that lead to the situation the 
agent is currently in. The second type of emotion can be considered as consequence 
driven belief. It is a part of the logic of shame that anyone who feel ashamed must also 
hold a belief to the effect that he or she has acted wrongly. By analogy, having 
emotion of pride, one must have a belief that he or she has acted in a right way. Our 
theory of emotion has relation to the notion of valence, in appraisal theories of 
emotion [1],[22], [33]. 
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  3    Emotion Learning: Consequence Driven Systems Approach 

 
Among three types of learning paradigms proposed within the theory of consequence 
driven systems [6] here we will consider the emotion learning paradigm, The theory 
considers three types of consequence learning agents, as shown in Figure 1.  
 

 

                                               Behavioral Environment 

 

 

 

         X       r          U        Y             X         r                     Y            X                               Y 

 

 

 

              Tutorial                                  Reinforcement                         Emotion  

              Learning Agent                      Learning Agent                       Learning Agent 

 

 
 Figure 1. A taxonomy of consequence learning agents 

 As Figure 1 shows, the consequence driven systems theory deals with three types of 
learning systems: tutorial learning, reinforcement learning, and emotion learning. The 
tutorial learning agent from the environment receives a situation X, a (positive or 
negative) reinforcement r of what it did previously, but also an advice U, what to do in 
future. It produces behavior Y that affects the environment. The behavior can be a 
simple atomic action or a complex behavior containing sequences of actions. The other 
type of learning agent, the reinforcement learning agent did not receive any advice. It 
will adjust its behavior according only to the scalar value of the reinforcement. The 
third type of agent, the emotion learning agent will receive neither advice nor 
reinforcement; it will learn only from the received situation. Since there is no external 
reinforcement, it will build a scheme of a self-reinforcement based on its internal 
emotional value, emotion(X), of the received situation X.   
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  The theory argues [5],[6] that in order to build an emotion learning agent, the agent 

should posses 1) a genetic mechanism to receive initial, primary emotions from a 
genetic environment and 2) a emotion backpropagation mechanism (secondary 
reinforcement mechanism) which will develop emotions toward situations in the 
behavioral environment which in turn will develop the agent behavior by means of 
learning. 

  According to that, the emotion learning agent is a being which lives in two 
environments: behavioral and genetic. Contemporary research in Genetic Algorithms 
(e.g. [24]) and part of the research in Artificial Life (e.g. [21]) implicitly recognizes 
the genetic environment as standard feature of agents. 
 
 

4 Emotion Learning Architecture  
 
Here we will describe (Figure 2) our emotion learning architecture, named Crossbar 
Adaptive Array (CAA).. It consists of five main modules: crossbar associative memory 
module, behavioral environment interface module, emotion computation module, 
personality module, and genetic environment interface module. 

 
 
                                                                      GENETIC ENVIRONMENT 
 
                                                                                        genomes 
 
                                                                       Genetic Environment Interface 
 
                                                            hormonal pathway 
   
                                                                   Emotional                       Crossbar 
                                                                   State                                Memory 
                                                                   Evaluation   
 
                                                            
                                                                    Personality                  Behavioral 
                                                                                                        Environment 
                                                     AGENT                                     Interface 
 
               behavior  
  
        BEHAVIORAL ENVIRONMENT 
 

 
Figure 2. The CAA agent architecture 
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The principal component of the CAA architecture is its memory module, a 
connectionist weight matrix W. Each component waj represents the emotional value 
toward performing action a in the situation j. It can be interpreted as tendency, 
disposition, expected reward, or by other terms depending on the considered problem 
to which CAA is used as solution architecture. From the emotional values for 
performing actions in situation k, CAA computes emotional value vk of being in the 
situation k. Having vk, CAA considers it as consequence of the action a performed 
previously in a situation j. So, it learns that performing a in j has as consequence 
emotional value vk, and on that basis it learns the desirability of performing a in j. 
While the emotional values are computed column-wise, CAA, being in k, will compute 
the next action row-wise. In such a way, using crossbar computation over the crossbar 
elements, waj, CAA performs its crossbar emotion learning procedure, which has four 
steps: 
 
1) state j: choose an action in situation j:   aj = Afunc{w∗j} 

 (let it be action a; let the environment return situation k)  
2) state k: feel the emotion being in state k:    vk = Vfunc{w∗k} 
3) state j: learn the emotion toward a in j:   waj = Ufunc(vk) 
4) change state: j=k; goto 1 
 
where w∗k  means that the computation considers all the possible desirability values of 
the k-th column vector. The functions Afunc{.} and Vfunc{.} are convenient to be 
defined as maximum selecting functions, but other functions can be used as well, 
provided they assure the convergence of the above procedure. For example, Vfunc{.} 
can be in some cases a softmax function, i.e. sum of components, or some threshold 
based neural function. Both Afunc{.} and Vfunc{.} can be influenced by the personality 
parameters of the agent.   
     The learning rule, function Ufunc(.),  as used in CAA, is  
 

w’aj  = waj + vk                                          (1) 
 

It is a simple learning rule, which just adds the computed emotional value vk of the 
consequence situation, k, to the emotional value toward performing action a in 
situation j on which k is the consequence.  

  The learning procedure described above is actually an emotion value 
backpropagation procedure (secondary reinforcement learning procedure). Figure 3 
emphasizes that using the Emotional Petri Nets concept [6]. As Figure 3 emphasizes, 
the states perform action selection and emotion backpropagation, but what is 
memorized, however, are the emotions associated to actions.  

142 Stevo Bozinovski



 
 
 
 
 

 
 
                                Afunc{w*j}� aj 
 
 
 
                  state j                                             state k 
                                                                                                       ♥ 
1)                                                         
 
 
 
 
 
 
 
 
 
                                                                                                       ♥ 
2)                             aj                                                                vk 
 
 
 
 
                                                                           vk�Vfunc{w*k} 
 
 
 
 
                                                                                                       ♥ 
3)                                      ♥ 
                                                                  vk 
 
 

 
                        Δwaj�Ufunc(vk) 

 
 

Figure 3. The CAA learning procedure represented by the Emotional Petri Nets 
 

  Consider the learning rule (1), and suppose that emotional value of vj is zero, so no 
emotion is assigned to that situation. After the learning step is performed, the 
component waj of the situation j is incremented by the value vk. So, after learning, the 
desirability of being in j is increased by vk.(in case vk is negative it is decreased and 
potentially becomes an undesirable state). That means that the emotional value of the 
consequence state k is backpropagated to the causal state j. In such a way, after several 
runs, the CAA will learn a path toward the k-th state, and further to some goal state.  
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    To describe the CAA philosophy, besides its crossbar computing matrix and its 
crossbar learning rule, we should describe how initial emotional preferences are 
defined. All the initial values are received from the genetic environment. The genetic 
environment is supposed to be a genotype reflection of the behavioral one. From the 
genetic environment CAA receives a string, denoted as genome string, or simply the 
CAA input genome. The input genome can have several chromosomes, but the most 
important is the memory chromosome. It contains initial values W(0) of the crossbar 
learning memory. So if the genetic environment properly reflects the desirable 
situations in the behavioral environment, then the genome string will properly inform 
the newborn CAA agent about the desirable (as well as the undesirable) situations in 
the behavioral environment. Having initial emotional values of the desirable situations, 
and using the emotional value backpropagation mechanism, the CAA will learn how to 
reach those situations. Having defined primary emotional values by the input genome, 
CAA learns a behavior in the environment by means of emotional value 
backpropagation using its learning rule  
 

5 Developing an Emotion Learning Based,   
      Trainable Goalkeeper Agent 
 

  Here we will give a short report on an application of this architecture in the domain 
of robot learning. As a robot learning task we will present training a RoboCup robot to 
take a role of a goalkeeper. Previously, the CAA architecture was used as controller in 
the task of emotional maze running [5] and the task of learning to balance a pole [8].  

The RoboCup task is interesting, among other things, because the  RoboCup contest 
is a new AI challenge, after the remarkable achievement motivated by the chess 
playing challenge. After building a computer program that is able to beat even the  
human world champion, the new challenge is stated as building a robot football 
(soccer) playing team that will beat the human world champion [2]. Various issues 
emerged around the new AI challenge, one of them being the issue of training, which 
the demonstration part of this work is situated in. 

  There are various roles in a robot football team, the basic ones being goalkeeper, 
defender and forward. The goalkeeper task is depicted in Figure 4. As Figure 4 shows, 
a simple strategy for a goalkeeper is to move along the goal line using some 
mechanism for line following, and try to minimize the angle α (see Figure 4). We 
recognized the similarity between this control problem and the inverted pendulum 
control problem. So we applied the CAA architecture as a controller of the goalkeeper, 
as we did for the inverted pendulum problem [6], [8] dividing the input space into 10 
situations depending on the ball position and velocity.  
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                                                                         ball trajectories 
 
 
                                                              α  
           
 
                                                                                          α 
                              
 
 
                                                                         in-goal space 

                                                                       
Figure 4. The goalkeeper task 

 
As type of trainer we choose a random-shooting trainer that shoots the ball in random 
directions (angles) toward the goal side. The limitation is being put on the distance 
(minimal and maximal) from which the trainer shoots. The ball sometimes misses the 
goal (a miss-shoot), and sometimes bounces from the sidewalls (allowed by the 
RoboCup regulations). Some of the shots reach the goal, directly or after bouncing. 
Using. CAA architecture, and defining the primary emotions such that receiving the 
goal produces a bad feeling, the robot is bound to learn to defend the goal against the 
ball. 
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Figure 5. Learning curve for goalkeeper training 
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     In a training process, one should distinguish a training phase and an exploitation 
phase (a real match). The threshold between the training and exploitation is defined by 
some performance measure that measures the skill and readiness of the goalkeeper to 
enter the exploitation phase. As performance coefficient we choose the ratio 
saved/received goals. We estimated that for a good human goalkeeper that ratio must 
be at least 4 (meaning 80% saved ), so we trained the robot to achieve at least that 
performance. Figure 5 shows the training curve from a typical training experiment.  
     As Figure 5 shows, at the beginning the robot may save the goal by chance, but 
after several steps the training performance will drop and increase later due to the 
learned goalkeeping behavior. In this particular experiment, after about 90 shoots the 
robot has gained enough experience to start behaving as a goalkeeper. Its performance 
is getting better gradually. However, although it is trained to recognize most of the 
situations after 90 training trials, some of the situations are learned later during the 
training. The training in this experiment is carried out until the training performance 
ratio reaches the value 4. It is assumed that this goalkeeper is now well trained and can 
enter its exploitation phase. Note that the learning curve in Figure 5 shows its 
saturation as a linearly increasing tendency. A standard saturation toward the value of 
1 is seen using the performance ratio saved/(received+saved) goals.  
     We carried out a number of successful experiments on our Java simulator. The 
success was measured in a sense that all experiments achieved a performance ratio 
greater than 4. Actually, in our training experiments we achieved a ratio between 4 and 
10 in less than 500 training shots (including misses).  
 

 
Being a subject of interest in psychology for centuries, the issue of emotion in 
cognitive science and AI seems to be invoked by Simon [31]. Some early works on 
emotion and feelings in agent architectures are the conceptual architecture of mind 
connecting emotions to motives proposed in [32], and the connectionist learning 
architecture proposed in [5] which used affective representation of emotional states 
using facial expressions. Several cognitive science related books cover the subject of 
emotions and emotion based agents, including [23], [16], [3], [6], [18], [22], [26]. A 
review on contemporary emotion research effort is given in [15].  
    Besides the relation to emotion-based agents and architectures, this work is related 
to reinforcement learning, especially to Q-learning [37], [4], [8]. The work [5] 
introduced three crucial notions to reinforcement learning:, 1) the notion of state 
evaluation, 2) the term “delayed reinforcement learning” instead of the previously used 
term “assignment of credit”, and 3) the learning procedure in which an agent should 
compute state values but learn and remember the action values (Figure 3). The author 
believes that this is actually what is currently meant in AI under the notion of Q-
learning [27]. It is out of scope of this paper to elaborate this further, but one point 
should be emphasized, which is relevant to emotion research and affective computing 
approach: the notion of emotion and feeling was present from the very beginning of 
introduction of state evaluation concept in reinforcement learning.  

  Also, learning to play football is gradually gaining attention within the RoboCup 
community, and is heavily related to this work. The work within the GMD RoboCup 

6     Related Work  
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team [9] and the dual dynamics approach [10] provided preconditions for this work 
and the described application. There have been several reports on training a football 
playing robot. An interesting approach has been reported in [34]. A robot was  trained 
for a shooting role, where a supervised pattern classification method was implemented. 
A human expert selected a training set of various possible shooting situations, and 
assigned a desired shoot for each situation. It was shown that a successful training is 
achieved using this method. Another approach has been reported for passing-shooting 
pair from the Osaka team. It was mentioned [2] that the Osaka team used 
reinforcement learning for training the goalkeeper too, but we have not yet had the 
opportunity to study the description of this training.  
 

7     Conclusion 
 
This paper considers the problem of how to define the concept of emotion in robots 
and how to implement that concept in the learning process. The notions of artificial 
emotion and emotion learning are associated to this effort. The discussion is situated 
within the theory of consequence driven systems, where the emotion learning agent is 
assumed to be an agent that has ability to learn without an external reinforcement; it 
had been argued that such an agent can learn only if it develops an internal evaluation 
mechanism, and indeed, emotions are such a mechanism. Basing on that observation, 
and finding support in evaluative theories of emotion proposed in psychology and 
philosophy, this research develops an emotion learning architecture, based on a 
connectionist crossbar adaptive array. That architecture uses a learning rule which 
indeed implements emotion in its structure.  

  The paper is believed to contribute toward computational theories of emotion. It 
presents a working theory and model which could influence building emotion-based 
agents. It also presents a psychological and philosophical grounds for the approach 
taken. In its application illustration part, this work briefly reports on an attempt to train 
a goalkeeper robot, which is believed to be an interesting application of the emotion-
learning concept. The clear message of the paper is that the approach using emotion as 
value judgement could be a fruitful approach of looking for emotions in artificial 
agents.  
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Abstract. Emotional agents can play a very important role in all those
computer applications where the user does not (only) want to perform a
task, but (also) to have a more engaging experience than with traditional
systems. In fact, it is commonly assumed that the agents’ ability to
process and display affective states, and to show emotional reactions, is
crucial for causing a more enjoyable interaction between agent and user.
This work proposes to analyze such assumption from a critical viewpoint,
identifying several open issues that are worth debating in the community
and studying through empirical methods.

1 Introduction

User interfaces are becoming more and more friendly, adaptive, and sensitive
to the user’s needs, preferences and wants. Along with this trend, computers
are starting to comply with the users’ wish to be pleasurably engaged while
or besides performing some task, which may be particularly important in the
case of children, young people, and unexperienced users. The issue of user’s
entertainment is to be “taken seriously”, since it can deeply influence the effect
of all kinds of software applications, and even make the difference between a
successful and an unsuccessful interface. In fact, it has been observed that two
main factors motivate the use of computer technology: the perceived usefulness
and the perceived enjoyment [16,7]. While the former acts as an “extrinsic”
motivator, in that users may perceive a software application to be instrumental
for obtaining valued outcomes, the latter is an “intrinsic” motivator, because it
causes people to use an application for no reason other than the process of using
it per se. Indeed, computer-based entertainment can not only be an interesting
purpose in itself (as in the case of PC games, multi-user virtual environments, or
software toys), but can also increase the user’s satisfaction, boost her motivation
to interact with an application (which, for example, is very important in the
case of “edutainment”), help relieve the tensions that are usually related to the
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performance of difficult tasks, and give the opportunity to have a break from
hard work. Such properties of entertainment come from its basically emotional
nature and impact.

One way interfaces can be made more enjoyable is by means of “believable
agents” (also known as “lifelike computer characters”, “synthetic agents”, “vir-
tual actors”, and “animate characters”): these computational systems are built
with the purpose of provoking in the user the “illusion of life” or, in other words,
the impression of interacting with a “living” virtual being that has its own feel-
ings, desires, and beliefs. 1 For example, instructional software systems can be
enhanced by lively anthropomorphic or animal-like tutors [22,34]; multimedia
presentation systems might look more likeable if they present material through
expressive animations [2,1]; PC desktops may be more exciting if populated by
“virtual pets” that interact with the user and with one another in interesting
ways [10].

A strong argument in favor of using believable agents in interfaces is that
they might make interacting with computers much easier and nicer, enable (es-
pecially naive) users to adopt communicative styles similar to those typical of
human-human communication [2], and increase the level of interactivity and
socio-emotional engagement produced by traditional applications. It is also com-
monly believed that the agents’ ability to process and display affective states, and
to show emotional reactions, is crucial for improving the agents’ believability, for
eliciting emotions in the user, and consequently for causing a more entertaining
interaction between agent and user [31,3]. Therefore, several research projects
are aimed at realizing emotional agents (EAs) (e.g. [9,33,24]).

It is important to remark that the agents’ believability and emotional behav-
ior are by no means just a matter of visual appearance. In fact, an agent may
be perceived as anthropomorphic even when it is not graphically protrayed in
a human- or animal-like fashion [38], or when it is not visually represented at
all, as in the case of chatterbots [25]. What is most important in causing the
“illusion of life” is the agent’s behavior, rather than its look. Analogously, the
agent’s emotional manifestation is not just confined to the physical exhibition of
facial, vocal, or bodily expressions, but it involves the whole agent’s behavior.
For instance, an agent that feels angry at somebody might try to take revenge,
rather than displaying a peculiar facial or bodily expression.

There are some arguments against the usability of agents: it is suspected that
they might generate wrong expectations about their own capabilities, compro-
mise the user’s feeling of control over the tasks being performed, and reduce her
sense of responsibility towards the accomplishment of the tasks [28,40]. However,
these criticisms are usually addressed to one particular class of agents, namely
those which reduce the user’s workload by acting on her behalf, for instance by
filtering incoming e-mail messages or selecting web pages according to her pref-
erences. Such agents are usually contrasted with other kinds of HCI metaphors,
e.g. direct manipulation, that give greater control to users [40]. The focus of this
1 This notion of believability is different from the perceived “credibility” of computer

applications, which refers to the delivery of trustworthy information. [44]
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paper is not on agents for delegation purposes, but rather on personified agents
that can be conceived as sorts of partners or companions to their users, and that
have as one of their major roles to entertain them, especially by manifesting
emotions. Although these agents are not totally free from the criticisms men-
tioned above, the ultimate answer as to whether they are effective and usable
will come from empirical research.

EAs are a promising direction of research on entertaining interfaces, but their
realization and use seem to rely on a set of assumptions that have not yet been
made explicit and studied in great depth. This work attempts to identify, ana-
lyze, and possibly criticize such assumptions. In our view, this analysis can be
useful in two ways. On the one hand, it can help understand what are the main
problems to address when realizing EAs. On the other hand, it can favor some
empirical validation of the most common hypotheses regarding the relationships
between entertainment, emotions, and believability, in order to build more ef-
fective agent-based interfaces. In general, the analysis is intended as a stimulus
and a contribution to a hopefully wide discussion among researchers working in
the EAs area.

1.1 A Note About the Concept of Entertainment

Generally speaking, entertainment can be defined as something that produces
a state of mind, mostly emotional in nature, in which we feel engaged, usually
with a sense of interest, pleasure, or enjoyment. There are many kinds of objects,
events, or activities that can cause this state and which one refers to as different
forms of entertainment: music, arts, games, literature, etc. Entertainment is not
necessarily limited to positive emotions, such as fun or amusement. Think for
example of the gloom we may experience when looking at some paintings by
Edvard Munch, or of the “pleasant” fear we feel when watching a scaring movie:
though negative, these feelings can be engaging and self-motivating for us, so we
may actively look for them.

Since entertainment causes engagement, there might be a risk involved in
making agent-based interfaces entertaining, because they could distract the user
from the task she has to perform. However, such a view is partially misleading.
In fact, the purpose of an entertaining interface is not to divert the user from her
job, but rather to let her become more involved in it. As suggested by Laurel,
“The user’s goals for a given application may be recreational, utilitarian, or
some combination of both, but it is only through engagement at the level of the
interface that those goals can be met” ([18] p. 69, original emphasis). Of course,
the appearance, behavior, and role of an EA within an interface must be carefully
designed, in order to avoid detrimental effects on the user’s performance, and to
favor her involvement in the task (see for instance the criteria used in [22] for
appropriately selecting the agent’s behavior and look according to pedagogical
aims). In other words, the EAs’ entertainment potential should be aimed at
supporting the user’s intrinsic motivation to using a software application, and
this should be functional to the extrinsic motivation of using the application for
achieving some desired result.
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2 Emotional Agents: What Are the Underlying
Hypotheses?

Since EAs are primarily built for entertaining users, one could wonder which
properties of these agents make them entertaining, and which agents’ features
support those properties. Looking at the relevant literature, it seems that these
important questions are answered by some typical presuppositions or tacit hy-
potheses, that influence how EAs are realized and used in computer interfaces.
In our view, the hypotheses can be made explicit as follows:

Hypothesis 1: entertainment is a function of the character’s ability to cause
the “illusion of life” (believability);

Hypothesis 2: entertainment is a function of the character’s ability to induce
emotions;

Hypothesis 3: believability crucially depends on the agent’s ability to show
emotional behaviors;

Hypothesis 4: believability also depends on the manifestation of a marked
personality, which in turn is based on an individual style of emotional be-
haviors;

Hypothesis 5: the user’s emotional responses to an agent depend on the lat-
ter’s emotional behavior;

Hypothesis 6: the agent’s ability to show emotional reactions depends on its
ability to represent and process emotional states.

The hypotheses appear to be related to each other according to an instru-
mental hierarchy, as shown in figure 1, that can also be read in a bottom-up
direction: agent designers usually assume that the ability to represent and pro-
cess affective states (which can be brought about by events affecting an agent’s
goals, preferences, or values) enables the agent to display emotional reactions;
these in turn are deemed essential for enhancing the agent’s believability, for
characterizing its unique personality, which also contributes to believability, and
for arousing emotions in the observer, possibly through an empathic process;
finally, the agent’s believability, and its ability to induce affective reactions in
the user, are expected to be entertaining for the latter. As already mentioned,
the user’s entertainment can be viewed either as an end in itself, or as functional
to other affective states, such as satisfaction, motivation, and the like, that can
influence the effectiveness of several kinds of computer applications.

3 Analyzing the Hypotheses

Let us now try to trace each hypothesis back to the relevant literature and
explain it, possibly looking for some counterexamples. The following questions
drive our analysis:

– are we really sure that emotion manifestation and processing are crucial for
making agents entertaining? If so, to what extent?
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Fig. 1. Emotional agents: Underlying basic hypotheses

– are there alternative features of the agents, or of the interaction between
agents and users, that could explain the agents’ entertaining ability?

Before starting our analysis it is to be remarked that this work does not
address the issue of which properties of an agent’s architecture would make it
really able to “have” or to “feel” emotions [31,6], nor why emotions could be
deemed essential in a complete autonomous agent [41]. Rather, our focus is on
those emotion-related characteristics of agents that are supposed to make them
entertaining.

3.1 H1 and H2: Believability and Emotion Elicitation Are
Functional to Entertainment

These two hypotheses are dealt with together because, as we will try to show,
they are closely related to one another. They both give an initial general answer
to the question of which agent’s characteristics are expected to cause the user’s
entertainment.

The kind of entertainment EAs are most close to is drama, that basically
consists in the representation of a play, performed by actors who impersonate
different characters. Here we refer to a very broad concept of dramatic repre-
sentation, that could be performed in several forms and through different media
(e.g. cinema, TV, radio), and not just by human actors (think for instance of
animation movies and puppets).

When is a character successful in entertaining the audience? Two abilities
seem to be quite important. The first is the ability to let the spectators suspend
their disbelief, that is to give them the illusion that what they are watching is
reality. Laurel ([19] p. 113) tells us that the “willing suspension of disbelief”,
concept introduced by the critic and poet Samuel Taylor Coleridge, “is the state
of mind that we must attain in order to enjoy a representation of action. [...] we
must temporarily suspend (or attenuate) our knowledge that it is ‘pretend’. We
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do this ‘willingly’ in order to experience other emotional responses as a result of
viewing the action”. This also relates to the second crucial ability a character
should have, namely that of eliciting emotions in the audience. Usually this is
obtained by the character through the manifestation of various emotional states
(although later on we will try to show that this is not the only way of causing
emotions in the observers).

It is interesting to notice that these two abilities can support each other:
the more a character succeeds in producing the illusion of life, the more chances
it will have to elicit emotions in the audience, and consequently a better illu-
sion will be produced. However, despite the strong connection between the two
abilities, it is to be remarked that emotion elicitation can be produced by an
actor independent of the illusion of life. This happens in those performances,
different from traditional drama, that are not strictly based on a representation
of action: think for instance of an actor who tells jokes to the audience, or who
reads poems or stories. In general, emotion elicitation is directly functional to
any kind of entertainment, such as music or visual arts.

EAs are often considered similar to traditional characters: if well designed,
they are expected to produce an “illusion of life” and enable the audience to ex-
perience strong vicarious feelings. Agents can be conceived as “actors” that play
the role of a character assigned to them by the designer or “author”. Actors play
their roles in interaction with an audience (the user) and might try to follow a
plot that involves other actors and the audience itself. Since the latter’s behavior
is unpredictable, there may be a “drama manager” that gives hidden directions
to the actors so as to adjust the plot according to the occurring situations, in the
attempt to create a dramatically rich experience for the human users [23,13,39].

These first two hypotheses, although difficult to verify empirically, are hardly
questionable; they can actually be considered as basic assumptions. In fact, we
have many examples of their validity from drama: the more believable a character
is, the more likeable it is, and the emotions it can induce greatly contribute to
the spectator’s entertainment.

3.2 H3: Believability Crucially Depends on the Agent’s Ability to
Show Emotional Behaviors

Assuming that the user’s entertainment is caused by the agent’s believability,
one should wonder what makes an agent believable. In the case of a human
character, the suspension of disbelief would depend both on her acting skills
and on the story plot; but what about a synthetic character? In this case an
agent, before being considered as a (good or bad) character, should first of all
be perceived as a human-like being by the audience.

Intuitively, this could be obtained by endowing the agent with as many an-
thropomorphic features as possible. However, the “anthropomorphization” of an
agent, analogously to what is done with animated characters, does not neces-
sarily consists in giving it a realistic human or animal appearance, but rather
in choosing for it the right set of behavioral features that would drive the ob-
servers towards naive psychological attributions. Think for example of Pixar’s
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short film Luxo Jr.: the two animated characters are portrayed as lamps, with-
out face, arms, or legs; however, it is very natural for us to perceive them as
mother and child, to recognize the typical playful attitude of the latter or the
scolding attitude of the former and, in general, to interpret their behavior in an
anthropomorphic way, with a very engaging and entertaining effect.

A good analysis of requirements for believability is provided by Loyall [23].
His analysis is mostly inspired by the work of two Disney animators [42], who
have a remarkable experience in producing the illusion of life in animated char-
acters. Their work has been integrated by Loyall with sources from playwriting
and drama, and filtered by his experience in building computational believable
agents. Loyall’s list of requirements, that appears to be more or less shared
by the community working on believable agents, includes personality, emotion,
self-motivation, and social relationships.

Though many features seem to contribute to believability, it is quite evi-
dent that a strong emphasis in the EAs community has been given to emotions
(e.g. [33,9,21]). It is generally assumed that the better emotions are manifested
by an agent through its appearance and behavior, the more believable it is.
According to Joseph Bates, pioneer and leading researcher in this area, “The
emotionless character is lifeless. It is a machine.” ([3] p. 123).

However, some counterexamples can be found that could weaken this hy-
pothesis. A famous case of emotionless character that appears very believable
and engaging is Eliza, a system of natural language understanding developed
by Joseph Weizenbaum in the 60’s [45], based on pattern-matching techniques
and on a script, i.e. “a set of rules rather like those that might be given to
an actor who is to use them to improvise around a certain theme” ([46] p. 3).
The most famous conversational role played by Eliza is that of Doctor, an
hypothetical Rogerian psychotherapist engaged in an initial interview with the
patient. Weizenbaum has interestingly noticed that “I was startled to see how
quickly and how very deeply people conversing with Doctor became emotion-
ally involved with the computer and how unequivocally they anthropomorphized
it” and that even “short exposures to a relatively simple computer program
could induce powerful delusional thinking in quite normal people” ([46], pp. 6-7,
added emphasis). It is interesting to notice that Eliza, despite its lack of emo-
tion manifestation, is not only very believable, but also able to elicit emotions
in the users, which seems also to contradict H5 (see below). Actually, Eliza is a
very good example of a computer program that can be perceived as human-like
by the users, without needing realistic anthropomorphic representation or be-
haviors; the “secret” of its success seems to be based on the desires, principles,
and beliefs users attribute to it, according to how the interaction goes on.

In general, it is to be remarked that anthropomorphism is a very general,
strong, and spontaneous tendency that can be elicited by many kinds of non-
human behavior and characteristics. For example, in a classical psychological
study by Heider and Simmel [15], it has been observed that people who are
shown a short animated film of geometric shapes moving around, interpret it
as a story in which first a big triangle chases a little one, then the latter locks
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the former into a house (a rectangle with a moving-flap “door”), and finally the
house explodes. Subjects tend even to attribute a gender to the moving forms.
In a similar vein, Nass and co-authors have shown that “a minimal set of char-
acteristics associated with humans provides sufficient cues to encourage users
to exhibit behaviors and make attributions toward computers that are consid-
ered appropriate only when directed at other humans” ([27] p. 111, original
emphasis). This has been explained by taking into account the social nature of
interactions between humans and computers or other new media. [32]

3.3 H4: Believability Crucially Depends on the Manifestation of an
Emotion-Based Personality

Another feature that is usually deemed very important for believability is the
manifestation of a marked personality: in fact, an agent that displays individual
styles of behavior is supposed to be more lifelike and appealing to the user,
and better distinguishable from other agents. Therefore, another major problem
faced by many researchers is how to model personality in artificial agents. [43]

Given the importance attributed to emotions, personalities are often realized
by letting the agents display individual differences in emotional behaviors. The
cognitive theory of emotions by Ortony, Clore and Collins [29] usually provides
a useful basis for this kind of approach. According to these authors, as well
as many others (e.g. [20]), the elicitation and differentiation of emotions occur
through an appraisal of situations or events that are particularly important to a
person. In other words, the person evaluates how each situation she faces affects
her own concerns, goals, values and the like, and the results of the assessment (in
terms for example of unexpectedness of an event, or desirability and likelihood
of an outcome) can elicit several distinct emotions and their corresponding be-
havioral expression. By means of suitable approximations and adjustments, this
theory has been used by several agent designers (e.g. [4,9,33,24]) for modeling
personalities by varying the mapping between internal representations, emotions
and behaviors. Each emotion that is triggered by the evaluation of the current
state of a value, goal, or preferred object (e.g. the success, failure, or threat to
a goal) can be associated with a class of reactions typical of each personality:
for example, fear can be associated with a class of escape reactions for realizing
a fearful personality, or with fight behaviors in order to realize an aggressive
personality.

The two-faced hypothesis that personality is crucial for believability, and that
it should be based on individual styles of emotional behaviors, can be subject to
a couple of criticisms.

The first is that personality, as well as emotion manifestation, is probably
not so crucial for creating the illusion of life. Some agents that are not endowed
with any personality can appear quite believable: think for instance of the already
mentioned Eliza program, of agents such as Steve [34], or even of robotic agents
(e.g. [30]). As in the case of emotion manifestation, one could conclude that the
tendency towards anthropomorphism is so strong that it does not necessarily
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need to be supported by the agent’s manifestation of personality, although the
latter favors and reinforces such tendency.

The second criticism that can be aroused concerns the relationship between
personality and emotions. It is true that real people can often be characterized
one with respect to another according to their affective tendencies, and this is
particularly significant in the case of dramatic characters (think for instance of
the classical distinction between “good” and “evil” characters). This argument
provides a strong support to emotion-based models of personality for agents.
Nevertheless, alternative models of personality can be used (e.g. [11,37]), which
seem to be at least as much expressive.

As an example, personality can be modeled through a “goal-based” ap-
proach [5,35,36], according to which each agent’s personality is defined as (1)
a cluster of “General Goals”, or g-goals, having different priorities and (2)
a set of goal-based preferences over actions and plans. On the one hand, g-
goals represent abstract states or events that an agent recurrently attempts
to achieve and maintain through its behavior. Each g-goal represented in the
personality cluster is assigned a different priority, that specifies its importance
with respect to other g-goals in the cluster: this characterizes both each agent’s
coherent behavioral organization and the individual differences among agents.
On the other hand, preferences are determined by considering the side-effects
of actions on the g-goals, i.e. changes in the world that affect goals which are
not actively pursued when a given plan is executed. If the affected goals are
important in the personality goal cluster, problems or opportunities may arise:
for instance, if a g-goal can be opportunistically achieved by performing an
action having a positive side-effect on that g-goal, that action is preferred over
“neutral” actions, while an action having a negative side-effect on an important
g-goal will be rejected.

The choice of a goal-based model of personality could be motivated by psy-
chological findings about how people make attributions with regard to others’
behavior. In fact it has been observed that, when making attributions, people
show a strong tendency to prefer personal factors, while neglecting or undervalu-
ing environmental causes [14]. According to Jones and Davis [17], people also
tend to produce “corresponding inferences”, that is to infer stable dispositions
and characteristics from the intentions that are attributed to a person’s behav-
ior. For example, if someone performs a hostile behavior, the “corresponding”
inference is that the behavior is determined by an intention of attacking, which
in turn is caused by an aggressive personality. Since people naturally tend to
attribute intentions and corresponding dispositions to others’ behavior, it would
seem reasonable to endow agents with specific goals that strongly characterize
and differentiate them, and to make these goals manifest in the agents’ behavior,
so as to support and strenghten the dispositional bias.
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3.4 H5: Emotion Elicitation Crucially Depends on the Agent’s
Manifestation of Emotions

As already mentioned when discussing the first two hypotheses, in the context
of drama, an actor’s ability to bring out affective involvement in the audience
is supposed to be based on his skills in expressing emotions. In the context of
synthetic personas this view is well stated by Bates: “If the character does not
react emotionally to events, if it doesn’t care, then neither will we.” ([3] p. 123).
Such hypothesis seems to be hardly questionable: in fact, there are countless
examples of characters whose success comes from their emotional expressiveness.
This seems to be grounded on an empathic process: when watching a character,
people tend to identify with it, and to feel the same emotions it shows. However,
the matter seems to be much more complex than this: at least four issues are
worth discussing.

The first is that the situation in which a character is involved can elicit
emotions by itself, even if the character does not display any affective reac-
tion. Think for instance of those classic comic scenes where a cake is thrown
at someone’s face, or where somebody falls over a banana-peel: we are amused
independently of the character’s emotional expression. An analogous argument
can be done relative to those situations that trigger negative emotions in the
audience independently of the perception of affective states in the involved char-
acters. Understanding the reasons why we are entertained by some situations is
beyond the scope of this work; 2 it is just worth remarking that emotion mani-
festation per se is not crucial for eliciting emotions and consequently some kind
of entertainment.

A second observation is that, in the situations that automatically elicit a
typical emotion in the audience, the character may actually display some affective
reaction that will not necessarily cause an empathic response in the viewers. For
instance, a character who has just got a cake in the face may show to be angry
or sad, but the observer will feel a rather opposite emotion. As a matter of fact,
the contrast between the funny situation and the character’s negative expression
may be even more entertaining that no emotion manifestation in the latter. This
points to the argument that empathy is not the only kind of relationship that
can exist between a character’s and a viewer’s emotions.

A third issue is that emotion elicitation in the audience can occur not only
through the perception of a character’s emotions, but also through the attribution
of affective states to the character. The attribution is based on an understanding
of the relationship between a given situation and the supposed character’s goals,
attitudes, or values. As a typical example, if we know or believe that the hero of
a movie is in love with the heroine, and an evil character threatens her, we will
assume that the hero is angry, and we may feel angry ourselves, even though
the expected emotion is not displayed by the hero. A remarkable example of
this phenomenon is given by Buster Keaton, the famous comic actor of silent
cinema. Keaton’s acting style is very peculiar: no matter what happens to him,
2 For a review of the psychological theories of humour see for instance [12].
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he is always “wearing” a kind of sad face. Nevertheless, it is quite natural for
us to attribute to him various affective states according to the situations he
encounters.

A final issue to be tackled concerns the emotions that are caused by in-
teracting with characters in a first-person perspective. The problems we have
addressed so far are based on a third-person, non-interactive view of the rela-
tionship between a persona and an observer, where the latter passively watches
the performance of the former, possibly identifying and “empathizing” with it
or feeling dissimilar emotions. This is a simplified picture of how agents might
elicit emotions in the user. Actually, what makes agents different from traditional
characters is their ability to engage the user in an interactive experience, where
she actively participates in the ongoing action. In this case, the user’s emotional
reactions can be affected by how her own goals and beliefs come to interact with
those of an agent in a given situation. Think for example of “enemies” in com-
puter games: the user may feel scared when threathened by them, and relieved
when she kills or escapes from them. Once again it is clear that the user’s feeling
is not necessarily determined by the affective outlook of the agents (consider
for instance the emotionless enemies of the popular Pacman game), although it
can be further supported and reinforced by suitable emotional expressions in the
agents.

Of course, this discussion of the hypothesis that emotion elicitation in the
users depends on emotion manifestation by the agents has touched several con-
troversial issues, each of which would deserve a separate study. However, the
aim of the discussion is not to provide ultimate explanations of those issues,
but rather to point out that the hypothesis needs to be considered with great
care, if one wants to build agents that are effective in entertaining users through
emotion elicitation.

3.5 H6: Emotion Manifestation Crucially Depends on Emotion
Processing

The final hypothesis we will analyze states that agents should be able to repre-
sent and process emotional states in order to automatically generate emotional
behaviors. Since it is unquestionable that an agent could display emotions with-
out having them (just to take a trivial example, think of a simple smiling face
on the computer screen), why should a designer want to endow her agents with
affective processing mechanisms? Because they make agents able to display a
broader range of more complex emotions. As stated by Reilly, “the agent will be
emotionally richer if there are more things [such as goals, desires, and analogous
cognitive structures] to have emotions about and more ways to express them.”
([33], p. iii).

In principle, this argument is not disputable at all. Fast, primary emotions
such as fear or anger in face of danger, that are usually associated to elementary
behaviors like escape or aggression, could be caused in the agents by means of
very simple condition-action rules. By contrast, more complex affective behav-
iors are to be supported by some cognitive mechanism. For instance, there is no
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way to bring out an emotion like “hope”, and its corresponding behavioral ex-
pressions, without representing the goal an agent believes to be likely to succeed
(i.e. the “object” of the hope) and its importance.

However, going back to H5, it is worth analyzing how the way complex emo-
tions are processed may influence the way such emotions are manifested by
agents, and how this in turn may affect the users’ entertainment. In fact, in
the context of entertainment, one could assume that the broader the range of
emotions manifested by agents, the more engaging is the interaction for the user.

Intuitively, this assumption seems to be correct. However, two controversial
issues are worth considering. The first is whether users really or always need
to perceive complex, cognitively generated emotions in order to be entertained.
Some answers to this question could come from the preceding discussion of H5,
where it has been pointed out that entertainment could be simply caused by
the situations in which agents are placed, rather than by the agents’ emotional
expressions, and that users could be entertained also by agents who display only
a few basic emotions, as in the case of computer games opponents.

A conclusion one could draw from these observations is that agents should not
necessarily be able to represent and reason about affective states: rather, they
would just need to display a small number of fundamental emotions relative to
a few significant classes of situations, together with some ambiguous behaviors
that would remain open to subjective interpretation by the user. In fact, as often
remarked in this work, people tend to make complex attributions even out of
very elementary behaviors, which means that an agent’s emotional simplicity
would be counterbalanced by the user’s interpretation process.

This is also related to the second issue to consider, concerning the inherent
difficulty of driving the user’s interpretation of the agents’ behaviors towards
a desired direction. As mentioned earlier, most models of emotion processing
in agents are built on a psychological theory [29] of the human mechanisms
that are triggered by events affecting internal representations, and that lead to
emotion differentiation and manifestation. The theory is not aimed at explaining
how a given emotional manifestation would be perceived and interpreted by an
external observer. So, there might happen to be some mismatch between the
agent’s emotion as it is manifested and the user’s interpretation. Although agent
designers also use techniques derived from animation in order to better convey
the agents’ internal processes and characteristics [23], the problem remains hard.

As interestingly suggested by Sengers [38] the focus of designers, rather than
on the agents’ internal mechanisms, should be on the requirements for making
agents externally comprehensible. In order to do this, she proposes to structure
the agents’ behavior according to the “signs” and “signifiers” it is intended to
communicate, coupled with a sign management system and a behavioral transi-
tion mechanism.

A detailed discussion of the possible solutions to the user interpretation prob-
lem is out of the scope of this work. Rather, our aim is to point out that complex
emotion processing techniques may not produce the intended result, or may even
hinder a successful manifestation of emotions for user entertainment.
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4 Conclusion

We believe that EAs have a strong potential in entertaining users, and there-
fore should play an important role within new computer interfaces. However, as
shown by the analysis above, the design and realization of EAs seem to be based
on a set of hypotheses that are far from being completely understood. On the
one hand, it is plausible that the EAs’ entertaining potential comes from their
ability to provoke the illusion of life and to elicit emotions in the users. On the
other hand, it is not totally clear what supports these abilities, and which is
the specific role played by emotions. In fact, it has been observed that emotion
manifestation and processing are not necessarily crucial for creating the illusion
of life, for eliciting emotions in the users, or for realizing a believable personality.
Such arguments point out that the hypotheses above should not be taken for
granted, but rather should be empirically tested.

Some experimental investigations about the effectiveness of animate charac-
ters (e.g. [26,21]; for a review see [8]) have focused mainly on two aspects: (a)
some objective measure of the users’ performance (like the number of solved
problems, or the percentage of remembered items after their presentation), in
order to see whether the performance is improved by the presence and/or help
of an agent, and (b) several subjective measures of the characteristics (like in-
telligence, likeability, utility) that can be attributed by the users to the agent,
and that are supposed to mediate the agent’s effectiveness.

Unfortunately, these studies are difficult to compare with one another be-
cause of their different experimental settings, dependent variables, etc., and
consequently it is also hard to derive from them some useful generalizations.
But, more importantly, the empirical works carried out so far do not seem to
be based on a causal model that could explain the possible interrelationships
among variables (i.e. among the subjective and the objective measures). In our
view, the hierarchy of hypotheses proposed in this work could be considered as
a frame of reference where the possible cause-effect links between variables are
explicitly represented; as such, it could help devise new experiments aimed, on
the one hand, at testing those links one by one and, on the other hand, at verify-
ing whether the model should be modified by the introduction of other variables
and related links/hypotheses.
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Abstract. This paper shows that emotional information conveyed by fa-
cial expression is often contained not only in the expression of emotions
per se, but also in other communicative signals, namely the performatives
of communicative acts. An analysis is provided of the performatives of
suggesting, warning, ordering, imploring, approving and praising, both
on the side of their cognitive structure and on the side of their facial
expression, and it is shown that the meaning and the expression of emo-
tions like sadness, anger, worrying, uncertainty, happiness and surprise
are contained in them. We also show that a common core of meaning is
present in an emotion (surprise) as well as in other kinds of communica-
tive signals (emphasis, back channel of doubt, adversative signals). We
then argue on how the cognitive and expressive analyses of these commu-
nicative acts may be applied in the construction of expressive animated
faces.

Keywords: Emotions, Conversational Agent, Performative, Embodi-
ment, Communicative Act

1 Introduction

Research has shown that humans tend to treat computers as social charac-
ters [6,24]. As a consequence we may think that embodied artificial agents will
help human-computer interaction. A recent study [11] proposes some guidelines
on when and where to use such agents: education and entertainment are well
appropriated fields. Agents may be helpful and may provide suggestions to users
that have to make decisions in uncertain situations. Dialoguing with the agent
to get more information, suggestion and criticism is often perceived positively
by the user. Several researches [15,25,27] have suggested that the productivity
and performance of a user is enhanced by the use of talking faces. The system
is perceived as more engaging. In particular, showing emotional expression in-
creases user attention; the user spends more time interacting with an agent with
a stern face than one with a neutral expression [27].
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In the construction of embodied agents capable of expressive and commu-
nicative behaviors, an important step is to reproduce affective and conversa-
tional facial expressions on synthetic faces [1,2,4,5,18,23]. The facial expression
of affective states is the first and most obvious aspect of facial communication
that has to be simulated in animated face; preceding works have shown that
in humans emotions like fear, anger, happiness, sadness, surprise are expressed
through specific facial muscular actions [13] and that these perceivable expres-
sion can be simulated in synthetic animated faces [3,16,19,26].

In this work, however, we want to show that emotional contents and their
expression are not present only in strictly emotional facial expressions; some af-
fective contents, as well their corresponding facial expressions, are also present in
typically communicative signals that are not at first sight emotionally loaded, for
instance in the expression of the performative of a Speech Act or, more generally,
of any (verbal or nonverbal) Communicative Act. By presenting a compositional
view of the facial expression of performatives, we analyse some performatives
into their components both on the side of their cognitive structure and of their
expressive muscular actions, and we show that on both sides some emotional
components can be found. Then we explore how a typical facial expression of
an emotion (the raising of the eyebrows) is also present in other communicative
functions. We try to find out what is the common core of meaning that is shared
by the facial expressions of all these functions. We conclude by showing how the
creation of synthetic agents can use these results and how the computation of
their behavior should be based on a semantic approach rather than on a surface
approach.

2 Emotions in the Meaning of Performatives

The system we present here is based on a goal and belief model of action and
communication [10,20]. In this model a communicative act corresponds to the
minimal unit of communication. A communicative act is any verbal or nonver-
bal action through which a Sender has the goal that the Addressee get some
beliefs about the Sender’s goals and beliefs. To fully analyse a communicative
act one has to consider two aspects: its signal and its meaning. The signal of
a communicative act is a set of muscular activities or morphological changes
that can be perceived by an Addressee. The meaning of a communicative act
includes a performative and a propositional content, where the propositional con-
tent is the set of beliefs mentioned and the performative is the Sender’s specific
social-communicative goal, that is, what the Sender wants the Addressee to do
in mentioning that specific propositional content. For example, in the sentence
“I suggest you take your umbrella”, ‘suggest’ is the performative and ‘you take
your umbrella’ is the propositional content. In particular, in previous works on
animated faces [21,22], we proposed a way to reproduce the facial expressions
that convey the performative of a communicative act. In our model, the meaning
side of a performative in a communicative act may be analyzed as a set of “cog-
nitive units” [7], logical propositions whose predicates are primitive predicates
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like Goal, Belief, and whose arguments are persons (Sender, Addressee), domain
‘objects’, domain ‘facts’, domain ‘actions’, emotions. The facial expression is
represented discursively as perceivable states or movements of specific regions of
the face (lips, eyebrows, cheeks), or more schematically in terms of Ekman and
Friesen’s Action Units as defined in FACS (Facial Action Coding System) [14],
that can be implemented in 3D facial model [19].

Suppose a Sender S suggests an Addressee A to do some action a. The
meaning of the performative of suggesting (in its reading as a request, not as
an information), that is the set of information that S wants A to believe when
providing a suggestion, may be represented by the following cognitive units [21]:

1. S has the goal that A do a S requests A to do a
2. S believes a is useful to a goal g of A a is in the interest of A
3. S believes 2. with low degree of certainty degree of certainty

Cognitive Units of suggesting

On the side of the facial signal, the performative of suggesting is expressed by
looking at the addressee, with the head a bit leaning forward and the eyebrows
slightly raised. Sometimes, the global expression of the face corresponds to the
complete cluster of cognitive units that makes up a performative; but in some
cases we can find even a one-to-one correspondence among cognitive units and
facial actions: for instance, in the case of suggestion head leaning forward may
be a quite specific way to express that the requested action is not in the interest
of S but of A (Cognitive Unit 2.); while a slight eyebrow raising may typically
express perplexity or uncertainty (Cognitive Unit 3.). Focusing on the meaning
of performatives, if we analyze a fair number of them, we can see that on the
meaning level several performatives contain information about some affective
state. Let us see some examples. The performative of imploring may be analyzed
as follows:

1. S has the goal that A do a S requests A to do a
2. S believes a is useful to a goal g of S a is in the interest of S
3. A has power over S power relationship
4. if A does not do a, then S will be sad. potential affective state

Cognitive Units of imploring

The performative of imploration contains the affective state of sadness be-
cause, if I ask you something that is very important to me and that I cannot
obtain without your help, I can anticipate that I will be sad if you do not fulfil
my request. Now take the performative of a peremptory order:

1. S has the goal that A do a S requests A to do a
2. S believes a is useful to a goal g of S a is in the interest of S
3. A has power over S power relationship
4. if A does not do a, then S will be angry. potential affective state

Cognitive Units of peremptory order
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Again, the performative of peremptory order contains the affective state of
anger. If I request you to do something while assuming that I have power over
you, I can show potential anger, since if you do not fulfil my request I’ll be angry
at you. Here is, moreover, the performative of warning:

1. S has the goal that A believes c S informs A of c
2. S believes that not to believe c may cause social relationship

some goal of A to be thwarted
3. S has the goal that A’s goals are reached
4. S is worrying for A potential affective state

Cognitive Units of warning

The performative of warning contains the affective state of worrying: warning
means that I give you some information that is important for you, at the extent
that if you did not know it something wrong could happen to you: thus, warning
contains my being worried for you.

Let us now take the difference between approving and praising.

1. S believes that A has done a
2. S believes that doing a is a good thing S evaluates a
3. S is happy affective state
4. 2. causes 3.
5. S has the goal the A believes 4. S informs A of an evaluation

Cognitive Units of approving

1. S believes that A has done a
2. S believes that doing a is a good thing S evaluates a
3. S is happy affective state
4. 2. causes 3.
5. S believes that A did a particularly well S evaluates a
6. S is surprise affective state
7. 5. causes 6.
8. S believes that A is good S evaluates A
9. 5. causes 8.
10. S has the goal that A believes 8. S informs A of an evaluation

Cognitive Units of praising

In both approving and praising, S believes that A has done some action a
and that doing a is a good thing, (see the Cognitive Units 1. and 2. in both
performatives), and in both this makes S happy (Cognitive Units 3. and 4.).
However, praising differs from approving in that S not only believes that doing
a is good (Cognitive Unit 2.) but also that A did a particularly well (Cognitive
Unit 5. of “praising”), better than the average, surprisingly, unexpectedly well:
therefore, S is also surprised (Cognitive Unit 6.- as we shall see later, surprise
occurs any time a new event disconfirms some expectation). Moreover in praising,
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different from approving, S not only has a good evaluation of the action a, but
of the person A (Cognitive Unit 8.) as somebody who is better than the average
(and this causal link is expressed by Cognitive Unit 9.). In conclusion, while
the performative of approving contains only the emotion of happiness for the
other’s action, praising contains not only happiness but also surprise. And these
emotions can be detected in the face of approving and praising.

3 Emotion in the Expression of Performatives

That some affective states are contained in some performatives is true not only
on the level of the cognitive structure of performatives but also on the level of
how they are conveyed through facial expression. If we turn to the signal side
of performative faces we can see that some Action Units that typically convey
affective states take part, in fact, in the facial expression of performatives, and
sometimes they even show a one-to-one correspondence with their affective cog-
nitive units. For instance, in the imploring face the inner parts of the eyebrows
are raised (see Figure 1 (a)); which is also the typical expression that charac-
terises sadness. Similarly, the face in a peremptory order performs a frown (inner
parts of the eyebrows lowered and closer), which is also a typical expression of
anger (see Figure 1 (b)). A warning face contains an expression of worrying,
with eyebrows closer and making wrinkles on the forehead (see Figure 2 (a)); a
suggesting face contains an expression of uncertainty, with slightly raised eye-
brows (see Figure 2 (b)), an approving face contains a slight smile of happiness
with raised cheeks (see Figure 3 (a)), while a praising face contains the eyebrow
raising and opened eyes typical of surprise (see Figure 3 (b)).

Fig. 1. (a) Imploring eye (b) Ordering eye

4 Raising Eyebrows: Not only Surprise

So far we have shown that emotional information is generally contained in the
expression of a performative, that is, the specific communicative goal of a sen-
tence or other kind of communicative act. But emotional content is also present
in other communicative material. In order to explore this topic, we do not start
anymore from the meaning side but from the signal side of facial expression. Take
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Fig. 2. (a) Worrying eye (b) Suggesting eye

Fig. 3. (a) Approving eye (b) Praising eye

a specific facial signal, the raising of eyebrows, and see what different meanings
it may convey. This facial signal occurs in different situations and may bear the
following different meanings:

1. When facing an unforecast situation it means “I am surprised”;
2. When listening to an interlocutor and wanting to show doubtfulness, it means

incredulity, and it could be paraphrased as: “it’s very difficult to believe
that!”

3. While uttering an adversative adverb or conjunction, like ‘but’, ‘however’,
‘instead’, ‘on the contrary’, it bears the same adversative meaning, that is, it
warns the interlocutor not to draw the inference that would be most plausible
from the preceding words. It equals warning: “it is not what you might think,
the opposite is true in fact”;

4. In plain conversation or argumentation, it puts the emphasis on the word
being uttered, thus meaning something like: “this is the most important
thing in my sentence; this is what I really want you to understand”;

In a paper on the expressive movements of the eyebrows, Ekman [12] distin-
guishes these four seemingly very different situations: the first possibly holding
even in absence of communicative interaction, the second in the case of the in-
terlocutor in a conversational setting, the third and the fourth typical of the
behavior of the Speaker in conversation. He argues that the upward and down-
ward movements of the eyebrows are at work both in emotional signals - the
expression of emotions of surprise, anger or fear - and conversational signals -
interrogative expressions, emphasis and approving signals. His account seems to
imply a strong and inexplicable polysemy in the same signal - for example, the
same raising of the eyebrows may be on the one side an expression of surprise,
on the other side a signal of emphasis.
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On the basis of Ekman’s account, these meanings do not seem to share a
common core of meaning. We believe the opposite. That is, in our view, it is
more economic and plausible to think that the different meanings (including
the emotional meanings) of the same signal (surprise, here) have a part of their
meaning in common.

Let us see now what might be the common core of meaning that the raised
eyebrows share in the four cases above: 1. surprise, 2. doubt and perplexity,
3. adversative word, 4. emphasis.

First of all, let us see what is surprise and what is its function from a cognitive
point of view.

Surprise is an emotion that occurs every time some expectation is discon-
firmed, because some event has occurred that cannot be inferred by previous
beliefs [8].

But why is the disconfirm of an expectation so relevant in human life as to
give rise to an emotion, and why is it so important to communicate it?

To be aware that something is different from expected is important, from
an adaptive point of view, particularly for the human animal, whose survival
very heavily depends on its cognitive capacity. For humans, the most important
resources to reach their goals are not as much their physical powers as their
beliefs. This is why humans do not only have pragmatic or social goals, like the
goal of performing actions well or the goal of being loved by other people; they
also have epistemic goals, that is, the goal of acquiring as many beliefs as they
can and of having one’s beliefs reliable, integrated and linked with each other
in cognitive networks [9]. Among epistemic goals humans also have the goal
of generating inferences, of drawing expectations about events: this is essential
not only to widen the range of their beliefs, but also to link beliefs with each
other, in order to feel more sure of them; moreover inferences, and particularly
expectations about future events, are necessary in planning the future course of
action. But since, at the same time, inferences are by definition not completely
reliable, and may be disconfirmed by the actual course of events, humans also
have the epistemic goal of being particularly alerted any time some expectation
is contradicted. Now, when some goal is particularly important from an adaptive
point of view, its being reached or thwarted is often signalled and monitored by
an emotion; and surprise is just the emotion that is felt as an expectation is
suddenly disconfirmed. But again, since an unexpected belief jeopardises the
whole structure of human knowledge, in that it cannot be inferred from previous
beliefs, each new unexpected event also triggers the search for further beliefs
that allow humans to infer it. This is why the emotion of surprise causes them
to raise eyebrows and to open their eyes wide: opening eyes wide is a way to
widen the visual field, and then to see a larger amount of things, to catch a larger
amount of beliefs. A surprised person is biologically programmed to be ready to
catch as much visual information as she can: thus, the raising of eyebrows and
the opening of eyes become an expressive signal of surprise. But why should this
meaning be shared by the other situations above? Let us take them one by one,
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and see what do these meanings have in common with surprise. This is quite
easy to see when case 1. (surprise) and case 2. are compared.

The semantic structure of surprise may be represented as follows:

1. S comes to believe p
2. S believes q
3. S intends to infer p from q
4. S cannot infer p from q
5. S feels surprised
6. 4. causes 5.
Cognitive Units of surprise

Surprise occurs when S comes to believe something (Cognitive Unit 1.) that
S cannot infer (Cognitive Unit 4.) by one’s previous knowledge q (Cognitive
Unit 2.), which is something that usually S wants (Cognitive Unit 3.). This
impossibility to infer new information from old information causes the emotion
of surprise (Cognitive Unit 5.).

Let us now see the semantic structure of case 2., the back channel of doubt
or perplexity1:

1. S believes that A has the goal that S believes p
2. S believes q
3. S cannot infer p from q
4. S feels doubtful about p

Cognitive Units of back channel of doubt

In the back channel of doubt, S is the former Addressee who is now the
Sender of a back-channel message, something like “I can’t believe what you are
saying”. A (the former Sender of a message) has the goal that S believes what
A is saying (Cognitive Unit 1.), but S already believes q (Cognitive Unit 2.),
from which p cannot be inferred (Cognitive Unit 3.); then S raises the eyebrows
in order to show she is doubtful about p (Cognitive Unit 4.).

Therefore, showing doubt or perplexity (case 2.) as a back-channel signal to
someone who is telling us something incredible is not so different from showing
surprise, because an incredible belief is one I cannot infer from my previous
knowledge, then something that disconfirms my expectations. One could object
in fact that in such a situation the raising of the eyebrows is not necessarily
accompanied by the opening of the eyes. This could be accounted for with the fact
1 In general, in the representation of a back channel, we use S to denote the former

Addressee since in the case of a back channel she is the Sender of a communicative
act which can be verbal (for instance he can say ‘hum-hum’, ‘I see’, ‘I can’t follow’) or
nonverbal (head nod, smile, raising eyebrow). When the back channel is performed
nonverbally, it often overlaps temporally with the Speech Act of the current speaker
(previously called sender S). But since we analyze the communicative act of back
channel the sender S is the one who is performing the back channel while the in-
terlocutor, even if he is currently speaking, is at the moment the Addressee of this
communicative act.
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that the original need of having a wider field of view in the case of surprise, that
was present in our ancestors, is not so compelling here; in cases like this, where
the unexpected event is not happening in front of us but reported through other
people’s discourse, only the signal “raising eyebrows” remains to characterise
the message.

Let us now come to case 3.: what is common between expressing surprise and
accompanying an adversative word? Adversative words (like ‘but’, ‘though’,
‘yet’, ‘nonetheless’...) signal that an expected belief or a plausible inference is not
true in fact. Take the sentence: “She is blond, but she has black eyes”. Here, from
the first part of the sentence, “She is blond”, you could infer that “she has blue
eyes”, since this is what usually occurs; therefore, in order not to let you draw this
inference, which in this specific case is incorrect, I not only tell you the second
part of the sentence, “she has black eyes”, which provides the correct information;
I also warn you not to draw the plausible but wrong inference by saying ‘but’,
and/or by raising my eyebrows. In fact, ‘but’, as well as all adversative words
and nonverbal signals, has just the function of stopping plausible but incorrect
inferences [9]; it could then be paraphrased as: “What I am going to say in the
next part of the sentence/discourse cannot be inferred, and even, the contrary
could be inferred, from the previous part of the sentence/discourse”,

The meaning of an adversative word could then be represented as follows:

1. S has the goal that A believes q
2. S has the goal that A believes p
3. S has the goal that A believes that A cannot infer p from q
4. S has the goal that A believes not p from q

Cognitive Units of adversative

In raising the eyebrows with an adversative function, S wants A to believe
both the first and the second part of the sentence/discourse (Cognitive Units 1.
and 2.), but at the same time acknowledges that p cannot be inferred from q
(Cognitive Unit 3.), and even the contrary (not p) is true (Cognitive Unit 4.).

Thus, both surprise (case 1.) and adversative words (case 3.) share the same
element of a disconfirmed expectation: in fact, as well as surprise occurs when
an unexpected belief is assumed, also an adversative signal is provided when I
warn you that an unexpected belief has to be assumed, one which contrasts with
previous knowledge.

Finally, let us see what semantic relationship can be found between raising
eyebrows out of surprise (1.) and out of emphasis (4.). As I want to emphasise
a word or a clause in my sentence, I show a more wakened attention myself in
order to ask more attention from my interlocutor, because the part of sentence
I am uttering is the comment, my new contribution of information, and then
the part I consider most important and most worth of attention. Raising the
eyebrows in this case then means something like: “pay more attention than
usual, because this is the newest, least obvious, most relevant information in
what I am saying”. In fact, there is a link between surprise and new information
because any new information is potentially something we cannot infer. This is



Emotional Meaning and Expression in Animated Faces 191

why the element of something that cannot be inferred from previous knowledge
is, at least potentially, present also in the case of emphasis. Emphasis can be
represented like this:

1. S has the goal that A believes p
2. S believes that A cannot infer p from q
3. S has the goal that A pays attention to p

Cognitive Units of emphasis

S wants A to believe p (Cognitive Unit 1.), but S believes A cannot infer p by
previous knowledge (Cognitive Unit 2.), and ask A to pay attention (Cognitive
Unit 3.).

To sum up, then, the semantic element of a new information that cannot be
inferred from previous knowledge seems to be common to all four cases: surprise,
doubt, adversative, and emphasis.

5 The Evolution of Meanings

The idea that a common core of meaning is shared by different readings of the
same signal implies a hypothesis on the diachronic (historic and philogenetic)
evolution of meanings of nonverbal signals. Our hypothesis is that a signal is
displayed, at its first occurrences, while having a primitive meaning 1.. Suppose
for instance that the eyebrow raising firstly means that for the speaker some
event is different from expected. Later, when that signal is produced in different
contexts, thanks to each current situation some specific inferences (new beliefs)
may be drawn from that signal: for instance, in a situation 1. what is different
from expected is an eclipse, where the usually always bright sun is obscured by
something; in a situation 2., what is different from expected is an incredible
thing that my interlocutor is telling me. Now, suppose these inferences, these
additional elements of information, are always the same in the same class of con-
texts, at the extent that they come to be recurrently attached to the primitive
meaning 1.: in this case the new inferences become crystallised around the prim-
itive meaning, that is, they are not produced only episodically, but they start
to systematically form part of a new meaning, one made up by the primitive
meaning plus the crystallised inferences. For example, in the class of contexts
“natural phenomena” the signal exhibited may start to bear two beliefs (dis-
confirmed expectation + in natural phenomena), while in the class of contexts
“verbal interaction” the same signal may bear again two beliefs, but the first is
the same as in the former class, while the second is a different one (disconfirmed
expectation + in what other people say). In this case the recurrent inferences
have formed a new meaning, where the new beliefs, that were previously inferred
a-systematically according to the context, are now permanently attached to the
primitive meaning, in such a way as to form a new bunch of beliefs - in fact, a
new meaning -, that is richer than the primitive meaning in that it bears more
beliefs that it did before, but still includes the primitive meaning. This is, in
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our view, one of the ways a new meaning evolves from a primitive meaning. Ac-
cording to this hypothesis, at the end of this process, by analyzing the different
meanings of the same signal we should find that they all share one and the same
part of meaning - a common core of meaning - , but they differ from one another
in that each different meaning has one or more parts that do not overlap with
the other meanings. This structure of polysemic signals may be represented in
this way:

MEANING 1 MEANING 2 MEANING 3 MEANING 4

surprise perplexity adversative emphasis

disconfirmed disconfirmed disconfirmed disconfirmed
expectation expectation expectation expectation

from natural from incredible following part new information
phenomenon statement of sentence

not inferable
from previous part

do not draw most I ask you to
plausible inference pay attention

6 Meaning-Based versus Surface-Based Systems

In building embodied agents with talking faces, agents capable of expressive
and communicative behavior, we consider it important that the agent express
his communicative intentions. Suppose an agent has the goal of communicating
something to some particular interlocutor in a particular situation and context:
he has to decide which words to utter, which intonation to use, and which facial
expression to display. If the agent moves only his lips to talk but uses no other
signals (no intonation to mark an accent or the end of an utterance, no facial
expression, no change in the gaze direction, no hand gesture, and so on), the user
might soon loose the impression of dialoguing with an embodied agent. More-
over, the user might have a hard time understanding what the agent is saying,
since no communicative nor affective information other than plain text will be
present in his discourse. Such an interaction will lack the necessary elements to
provide a natural interaction. So the creation of an embodied agent requires the
agent to be able to exhibit not only mere expression of emotion but also other
expressions with subtle communicative functions. The theory presented in this
paper based on the analysis of various communicative acts provides the necessary
formalism for the construction of such an agent. It provides the foundations of a
way to represent several complex elements (belief, goal, emotional state, power
relationship, social relationship and so on) that are part of the mental state of the
agent, as well as the inference rules that the agent uses to deduce his verbal and
nonverbal behaviors. Through a fine-grain representation of mental states, we
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can make agents with enough knowledge and flexibility as to adapt to different
contexts and to exhibit different personalities and attitudes2. A first approach
of this work is being integrated in a discourse generation program [23] based on
Mann, Matthiesen and Thompson’s ‘Rhetorical Structure Theory’ (RST) [17].
The leaves of the RST tree can be either verbal or nonverbal signals. A goal-
media prioritising module determines which media (face, gaze, speech) will be
used, while the function of the synchronizer module is to compute the occurrence
and duration of each signal (e.g. a raising eyebrow may coincide with individual
words while emotional display may span several clauses). We are conscious we
are at the premises of such a creation but we think that animating an agent from
a system that is only based on surface signal (i.e. facial expression) and not on
meaning (i.e. communicative act) will not be able to embed the naturalness and
richness of human communication.

7 Emotional Expression as the Core of Communication:
Conclusion and Further Research

In this paper we have shown that an emotional component of meaning (sadness,
happiness, worriness...) is present in communicative signals other from mere ex-
pression of emotion, namely the expression of the performative; on the other
hand we have shown that a core of meaning which is contained in the expres-
sion of an emotion (surprise)is not present only in that emotion per se but also
in other kinds of communicative signals (emphasis, back channel of doubt, ad-
versative). The raising of the eyebrows, with its meaning of surprise, that is
of a disconfirmed expectation, may not only be found in the expression of the
emotion of surprise, but it may also accompany adversative conjunctions or em-
phasise the comment of a sentence; and all of these communicative signals imply
something new, different from expected, and then surprising. We argue that a
construction of animated faces based simply on the representation of surface
signals can not catch the subtleness and richness of the possible meanings that
underly communicative facial expressions. Instead a componential view of facial
expression could be particularly apt to produce a modular and flexible expres-
sive capacity of faces, making them able to exhibit emotional expression either
by itself or as part of other interactional communicative signals.
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1 Introduction

The automatic generation of natural language messages (or NLG) has been em-
ployed in many computer systems and for various purposes, which go from pro-
viding information on a particular subject, to instructing on how to perform
some -complex- action, to arguing about a particular claim (for an overview,
see [24]).

In the majority of systems that have been designed in the last decade, these
messages are adapted, in their content and presentation style, to the context in
which they have to be applied: that is, to the Hearer’s characteristics (represented
in a “mental model” of the Hearer), to the application domain and, generally
in a more implicit way, to the Speaker’s characteristics. Adaptation is based on
“strong” assumptions about the Hearer’s mental state and the way this state
is influenced by communication of each individual component of the message,
and by understanding of the relationships among these components. The aspects
of the mental state that are represented, in the large majority of cases, are the
Hearers’ beliefs and knowledge of domain topics and their goals about the domain
state; in some cases, this may extend to representing other aspects, such as the
ability to perform domain actions, the interest towards topics, the preference
towards domain states. When a Speaker’s model is represented as well, this
includes second-order beliefs and goals of the same type.

Generally seen as informative tools, these systems give little space to repre-
sentation of less rational aspects, such as emotions, of both Speaker and Hearer.
However, natural language communication is influenced by a number of factors,
of which the more rational ones constitute only a subset. Especially when com-
munication occurs in “delicate” scenarios, such as a medical setting, the Hearer
cannot be expected to coolly react to what is being said. Many studies in the
health behaviour research have shown that patients’ attention and understand-
ing is highly affected by their emotional involvement [1,26]. It therefore appears
worthwhile to investigate whether, when and how emotions, personalities and
other extra-rational factors should be taken into account when designing a NLG
tool.

By paraphrasing Rose Picard [22], we define Affective Natural Language Gen-
eration as “NLG that relates to, arises from or deliberately influences emotions
or other non-strictly rational aspects of the Hearer”: these aspects (denoted
with the generic term of “attitudes”) include personality traits, emotions and
highly-placed values. We argue for the need for affective NLG by considering

A. M. Paiva (Ed.): Affective Interactions, LNAI 1814, pp. 204–218, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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an example from medical explanation texts, in which affect plays a particularly
relevant role. We claim that Affective NLG requires a revision of the generation
methods and of the knowledge sources (about the domain and about the Hearer)
that are employed in this process, and, from analysis of the presented example
and of the literature, we draw some conclusions about the way NLG methods
might be revised to produce more affective texts.

2 A Case Study

We consider two examples from a corpus of explanations about drug prescrip-
tion [2]. The corpus was collected by presenting a set of scenarios to several
doctors, who were then asked to make a drug prescription and to support this
prescription with an explanation addressed to the patient, to a nurse and to a
colleague.

The two examples presented here are both addressed to the patient, as these
were the versions of the explanation conveying more affect, and refer to the
following scenario:

“A 44 years-old alcoholic man lives on a poor diet in a cold and damp lodging

house. He now complains of a persistent cough, occasionally bringing up blood.

His appetite is poor, and he thinks he is losing weight. Examination and chest

X-rays, followed by other tests, confirm the diagnosis of tuberculosis”.

The explanation texts provided by the two doctors are shown in Fig. 1. Doctor
D1 (column 2) provides a shorter text, Doctor D2 (column 3) a longer one.
The two texts do not really differ in the overall structure: they both start with
illustrating the disease, to then anticipate that treatment will be long and cannot
be avoided; after synthesizing the main aspects of treatment (number of drugs
and intake modalities), the texts end with mentioning the main accompanying
measures that the doctor is going to undertake.

Both texts employ some typical affect-conveying techniques (italicized text
in the figure). However, it is the quantitative and qualitative difference in the
way these techniques are employed which makes the two texts really different:

– D1’s text is mainly focused on convincing the patient to follow the treatment,
by relying on his sense of responsibility: treatment is long and necessary (4)
and has to be done every day, for at least three months (7).

– D2’s text combines the goal of motivating the patient with the goal of re-
assuring him about the perspectives of success of treatment. This text is
longer, first of all because it includes many more justifications:
1. of diagnosis, and the way it is linked to available evidence (1),
2. of the reason why a combination of drugs is needed (6),
3. of the reason why a notification of the disease is required (not from the

legal but from the public health viewpoint!: 10), and
4. of the circumstance that may justify a future hospitalization (11).

At the same time, the patient is constantly reassured about the efficacy of the
treatment prescribed (2, 4, 5, 6) and about the health service participation
to monitor his health status (11).
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1 Mr Smith, unfortunately you have an infection
of the chest which is called tuberculosis;

Well Mr Smith, we’ve got the tests back now and I
think we might have mentioned your losing weight
and being a bit poorly, but we were a little bit
worried that you did have TB, or tuberculosis in-
fection. And the tests have really confirmed that
worry, it looks as if, on your chest X-ray, you’ve
got active TB, and your sputum is also positive.

2 So, the good news is that we do have tablets that
are very effective for treating TB,

3 you do have to take several tablets a day,

4 the problem, with this infection, is it takes a
very long time to eradicate it from the body
and therefore we have to undertake quite a
long course of treatment which it is essential
for you to fulfill for the full course.

and you will have to take them for some months
to get really over this problem,

5 but it is something we can do something about.

6 Therefore, initially we are going to start off
with 3, and we may even add 4 drugs when
we talk to the microbiologist.

What we are going to do today is start you on
two types of tablets, one a special antibiotic to
kill off the TB bugs, the other ones are vitamins,
because you can run a bit short of vitamins when
you’re on these tablets.

7 These drugs will have to be taken every day,
and then we’ll reassess the situation in three
months time.

8 I notice that you live on your own at the mo-
ment and

Now the other thing we’ve got to do is to look into
why you’ve got this, we’re a little bit worried that
you’re maybe a bit undernourished, and haven’t
been looking after yourself, and

9 we’re going to see if we can speak to our social
workers to see if they can improve on your sur-
roundings and benefits.

10 What we’re also going to have to do is notify you
as a case of TB, because this is an infection and
you might have caught it from one of your friends,
or alternatively you could maybe cough on some-
body and infect them.

11 I just wondered what you felt of coming into
hospital over the next few days.

So, these are the main things we’re going to be
doing, and we’ll be keeping a close eye on you
here at the clinic to make sure you are getting
better, and we may need to bring you into hos-
pital for a bit if you don’t progress as well as we’d
like.

Fig. 1. Two explanation texts about drug prescription

The first effect of the difference in affect, in the two texts, is therefore a difference
of content: more affect implies, in the considered example, more details1. The
second effect is a difference of form: in D2’s text, many more affect-conveying
terms are used:

– verbs: kill off the TB bugs, in segment 6; a close eye on you, in segment 11;

– adjectives: the good news, in segment 2;
– adverbs: a lot of little bit and some very, really, maybe, here and there, when

needed to enhance positive aspects and mitigate negative ones.
1 In other cases, more affect implies, on the contrary, less details, caused by the decision

to omit, from the explanation, aspects that are difficult for the Hearer to accept or
that might cause distress to the Hearer, as we will see later on.
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Both texts (and especially D2’s) are rather redundant: some topics are repeated
with identical or equivalent wording. For instance:

– “it takes a very long time to eradicate”, and “we have to undertake quite a
long course of treatment” (D1’s text, segment 4);

– “The good news is that we do have tablets that are very effective for treating
TB”, and “but it is something we can do something about” (D2’s text,
segments 2 and 5).

Other topics, on the contrary, are only touched on, without going into details: we
will see some examples of this when we will talk about side effects, in particular.

Finally, both doctors employ the “first plural person” form of verbs, to give
the patient the feeling that caring for the diagnosed disease is not something
that concerns the patient alone, but it is something the doctor and the patient
are managing together (in the case of D2, it is a “battle” they will fight jointly).

To conclude: affect manifests itself, in the examined example, both at the
content and at the form level. Redundancy, inclusion of motivating and reassur-
ing details, and elusion of demotivating topics are examples of the first level;
use of enhancing or mitigating terms and of the first plural person form are
examples of the second one. In other texts in the same corpus, we found several
examples of a wise use of redundancy vs conciseness, to stress favourable or de-
emphasize unfavourable information. We also found examples of summaries of
topics that are relevant for correct treatment, that were introduced in the texts
with the aim of reinforcing the patient’s memory. Finally, we found a variation
in the order of presentation of information items (for instance, side effects and
drug administration) that was probably linked to their presumed impact on the
patient’s emotional state. In other examples of medical texts, other forms for
expressing affect were employed: for instance, in a corpus of dialogues between
doctor and patient in two different settings (a family planning service in Italy
and an adolescent diabetic care service in the UK), several forms of omission
were employed like elusion or deception [3].

All the examples we looked at, anyway, show that affect plays a crucial role
in explanatory texts. We shall reflect, in the remaining of this paper, on how
such a trait may be rendered in automated NLG.

3 Affect in Natural Language Generation

Apart from works which explicitly deal with (especially informal) argumenta-
tion [25,27,15,10], reflection on how texts may be generated, that give appro-
priate weight to affective components of both the Speaker’s and the Hearer’s
mental state, has been rather episodic in the NLG community, and mainly with
a focus on the wording of the text.

Among others, [12] focuses on the idea of “producing utterances empathetic
to both the Speaker and the Hearer”, by offsetting “unpleasant” information
and stressing “favourable” one, through detensifier and intensifier adverbs: the
Hearer’s mental model is enriched, to this purpose, with domain-related personal
preferences, concerns, worries and related features. In [30] it is discussed how
variables like the “social distance” between the Speaker and the Hearer, the
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“power” that the Hearer has over the Speaker and the two agents’ “basic desires”
might affect strategies for realizing a particular speech act. Similar considerations
are made in other projects whose purpose is to build “life-like characters with
personality and emotions”, as, for instance, in [18].

Very few works have dealt with the problem of organizing the text content
when affect has to be taken into account. In his book on Generating natural
language under pragmatic constraints, Hovy dedicates a Chapter to this subject
by discussing, in particular, how to deal with situations in which there is a “po-
tential conflict” or an “agreement” between the affective implications of the text
and the Hearer’s opinion [13, Chapter 4]. He suggests to apply content-related
and form-related techniques, the first ones aimed essentially at avoiding “sen-
sitive issues” or at de-emphasizing them through evasion, selectivity or other
means, the second ones aimed at enhancing positive aspects and mitigating neg-
ative ones, through appropriate word choices. Hovy’s proposal to intervene on
the text content through some form of evasion, elusion or “deception by mask-
ing” will remain an exception for some time. Kölln shifts this research field’s
focus towards the planning step, by suggesting to consider some Hearer’s atti-
tudes such as “subjective preferences” towards relevant concepts in the domain
under consideration, in deciding the text content in concept explanation gener-
ation [16].

Some other researchers have been concerned with how emotional factors af-
fect the structure of the sentence. One of the most notable contributions is Mar-
ilyn Walker’s study on the role of repetitions in texts [28,29]: this study goes
in the opposite direction of the prevalent tendency in sentence planning, whose
main focus is on aggregation [14]. In a recent survey, Reape and Mellish [23]
report several definitions of this NLG task found in the literature, for instance:
“redundancy elimination, abbreviation, text structure combination for concise
and coherent text generation” etc. These goals may be achieved by language-
dependent or language-independent techniques and may focus on conceptual,
semantic or rhetorical aspects of the text. There are no considerations, in this
paper like in others in the same field, on when aggregation should not be made.
By illustrating the benefits of repetitions in a text, Marilyn Walker, on the con-
trary, indirectly indicates some circumstances in which redundancy is a value
rather than a vice and therefore delimits the role of aggregation. We came to
similar conclusions in our analysis of medical explanation texts and dialogues,
in [6]: as the emotional state of the Hearers influences their reaction to the
communicated message, assumptions that generally justify the avoidance of rep-
etitions are likely to be violated in affective texts, and NLG methods should be
revised accordingly.

Apart from these and few other examples, we lack, to our knowledge, a com-
prehensive research which fully accounts for how the goal of producing affective
texts influences the various stages of the NLG process. In the next section we try
to make a step in this direction, by sketching some ideas based on the literature
and on our experience.
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Prescription for Mr Fictif

There are 3 drugs you have

been prescribed:

The first one is Aspirin

Text Plan

Text Plan
Revised

Plan Library

ATN Library

Domain KB

Speaker Model

Hearer Model

Communicative Goal

Surface Realisation

Sentence Planning

Discourse Planning

Fig. 2. Architecture of the NLG system

4 Considerations on How to Generate Affective Texts

If affect influences the information content and order and the way that commu-
nicative acts are realized, then all phases of the text generation process should be
influenced by consideration of emotional factors. We assume a classic pipeline
architecture for NLG systems, consisting of the phases of discourse planning,
sentence planning and surface realization [24].

Fig. 2 illustrates this architecture as developed in our system: the Plan Li-
brary and the Augmented Transition Networks (ATN) library are knowledge
sources employed in discourse planning and surface realization. A Speaker and
a Hearer Model enable a double adaptation of the message produced; a Domain
Knowledge Base (DKB) provides information on concepts, objects and other
topics in the domain to which the explanation refers.

4.1 Discourse Planning

Discourse Planning is “the process of imposing ordering and structure over the
set of messages to be conveyed” [24]. The result of this process, the text plan,
is usually represented as a tree, whose leaves are the information content of the
text and whose internal nodes have some representation of how parts of the text
relate to one another.

Information content and order of the discourse items are often established by
applying some planning algorithm to a Library of plan operators. The structure
of the operators that have been applied in various discourse planning experiences
varies slightly ([21] contains probably the most complete and clear introduction
to this subject). We will refer, in this paper, to the structure of the operators that



210 Fiorella de Rosis and Floriana Grasso

we employed in our tool for generating explanations about drug prescriptions [7].
In these operators:

– the Header specifies a discourse segment purpose;
– the Domain Constraints specify conditions on the Domain Knowledge base

that must be satisfied for the operator to be applied;
– the Intentional Constraints specify conditions on the Hearer mental state

that should be satisfied for the operator to be applied. As opposed to domain
constraints, intentional constraints can in turn be planned for, if not satisfied,
through a pattern-matching with the Effects of other operators;

– the Effects specify the changes produced in the mental state of the Hearer
by the communicative action(s) activated by the operator;

– the Decomposition specifies how the communicative goal mentioned in the
Header may be decomposed into sub-goals, and the role that each of these
subgoals plays in the Rhetorical Relation (RR) attached to the operator2;

– the Rhetorical Relation specifies the above mentioned RR name.

Figure 3 provides an example of one of these operators, that aims at describ-
ing a side effect (?x) of a drug (?y). The application constraint of this operator is
that the Hearer (H) does not already know these side effects (NOT (KnowAbout
H ?x)). Its effect is that the Hearer will come to know them. The goal specified
in the Header may be decomposed into four subgoals (in this case, primary com-
municative actions) which are linked by a RR of Elaboration Object-Attribute;
the goal to inform about the side effect name (Inform S H (Sign ?x)) is the
nucleus of this RR; the other items in the Decomposition are satellites.

In our generator of explanations about drug prescriptions, about 100 opera-
tors were employed to plan the message structure. Although this method enabled
us to achieve a double adaptation of generated texts (to the Speaker and to the
Hearer), these texts did not show the same level of empathy that we had found
in the doctors’ corpus of explanations.

To produce more affective texts, such a method should be revised through-
out. First of all, the strategy to employ in achieving the communicative goal
that is formalised in a plan operator has to consider not only the Hearers’ ex-
perience or knowledge but also other, less rational factors, such as their desires,
interests, fears, satisfaction and so on. Moreover, these factors should be ‘graded’
rather than being considered as dichotomic variables. This requires revising the
Intentional Constraints and the Effects slots of plan operators.

Intentional Constraints. As said before, this is the slot in which the deci-
sion of when to include a topic in the message is formalised. In traditional text
planners, this decision is driven by the need to avoid redundancy in the text, by
avoiding to talk about what the user already knows. This originates from the
Gricean maxim of “Quantity” [11] and is based on simplifying assumptions such
as [29]:
2 We use the Rhetorical Structure Theory [19] to identify the relations among text seg-

ments: according to this theory, text segments participating to a rhetorical relation
can have either a more prominent (nucleus) or a less prominent (satellite) role.
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Header: DefineSingleSideEffect (S H ?x ?y)
Domain Constraints: (Drug ?y) AND (SideEffect ?x ?y)
Intentional Constraints: NOT (KnowAbout H ?x)
Effects: (KnowAbout H ?x)
Decomposition: (Inform S H (Sign ?x)) Nucleus

(Inform S H (Severity ?x)) Satellite (optional)
(Inform S H (Frequency ?x)) Satellite (optional)
(Inform S H (Intensity ?x) Satellite (optional)

Rhetorical Relation: ElaborationObjectAttribute

Fig. 3. A typical plan operator, from [7]

1. unlimited working memory of the Hearer (everything an agent knows is al-
ways available for reasoning),

2. logical omniscience (every logical conclusion of the Hearer’s knowledge is
always available for reasoning) and

3. no autonomy in knowledge (assertions and proposals by the Speaker are
accepted by default by the Hearer).

However, as stated by Marilyn Walker [29] and as we saw in our Examples in
Sect. 2, it turns out that a topic may be included in a text, even if the Hearer is
presumed to already know it, for several reasons: for instance, to augment the
evidence in support of a desired belief, to make the topic salient in a given phase
of the discourse, or to increase the Hearer acceptance of some claim. The need
for mentioning a topic therefore depends, on one side, on characteristics of the
Hearers that go beyond their knowledge state, such as their inference ability,
their attentional capacity or their emotional state. But it also depends on char-
acteristics of the discourse topic, such as how complex a task is, how hard and
how important the inference is, or how acceptable errors consequent to misun-
derstanding of the message are. When the text has an argumentation purpose
(for instance, “to convince the patient to carefully comply with treatment”), the
target of the communication process are the Hearers’ goals and intentions rather
than, or in addition to, their beliefs and knowledge. The simplifying assumptions
leading to avoid repetitions may be rephrased, in this case, as follows:

1. unlimited performance desire of the Hearer (everything the agent intends to
do is immediately turned into action),

2. behavioural total coherence (every intention consequent of the Hearer’s men-
tal state is immediately adopted),

3. no autonomy in behaviour (requests are accepted by default by the Hearer).

To account for affective factors in the definition of plan operators’ constraints,
conditions under which these assumptions are likely to be violated, and attitudes
of the Hearer’s mental state that may affect them, need to be established.

Figure 4 shows an example of how the operator of Fig. 3 may be revised,
to plan an affective discourse. This operator is meant to capture a situation in
which the considered drug has “serious side effects” and the patient has a high
“ self-care attitude” and does not fear too much about painful consequences
of taking the drug. New items are introduced in the Intentional Constraints
slot: the Hearer’s interest towards knowledge of health care implications (in our
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Header: DefineSingleSideEffect (S H ?x ?y)
Domain Constraints: (Drug ?y) AND (SideEffect ?x ?y) AND (Eq ((Severity ?x) HIGH)
Intentional Constraints: (Val(KnowAbout H ?x) < t1) AND (Val(WantsToKnow H ?x) > t2)

AND (Val(Fear H PAIN) < t3)
Main Effects: Increases Val(KnowAbout H ?x)
Side Effects: Decreases Val(Goal H (Take H ?y))

AND Increases Val(Fear H PAIN)
Decomposition: (Inform S H (Sign ?x)) Nucleus

(Inform S H (Severity ?x)) Satellite (optional)
(Inform S H (Frequency ?x)) Satellite (optional)
(Inform S H (Intensity ?x) Satellite (optional)

Rhetorical Relation: ElaborationObjectAttribute

Fig. 4. A plan operator for affective discourse planning

case, the side effects of the drug: (WantsToKnow H ?x)) and his/her emotional
state. The particular emotion category considered in the example is ‘fear’ about
‘the prospective undesirable event’ of ‘feeling pain due to the side effects of the
drug’ [9]. All conditions in this slot are transformed from first order formulae to
conditions on the value of the ‘intensity’ of items: the operator will be activated
only when this value (the ‘level of knowledge’, the ‘level of interest’, the ‘level of
fear’) exceed or are below a threshold value. A different operator would consider
the case of patients whose ‘self-care attitude’ is not very high or whose fear
about feeling pain is high: in such case, details about most negative aspects
of side effects will be hidden, or will eventually be attenuated by appropriate
techniques.

Effects. The communication of a topic produces several effects on the Hearer’s
mental state: some of them are “main (usually positive) effects” that satisfy the
main communicative goal of the Speaker, while others are “side effects” that
may be “negative”, not intentional and not avoidable. This makes too simplistic
the on/off hypothesis, according to which agents either have or have not a goal,
a belief or an attitude, and reverse their state of mind after receiving a commu-
nication. Some more fine grained representation is needed, instead, to express
the graduality of mental state change.

Let us compare, again, the two operators in Fig. 3 and Fig. 4. In the oper-
ator employed in affective discourse planning, the main effect is to increase the
Hearer’s knowledge about the side effects of the drug. In addition, a new category
of effects is introduced: the “Side Effects” slot (side effects of the communication
process!) specifies that the consequences of being informed about the side effects
(of drugs!) is a decreased intention of taking the drug (Goal H (Take H ?y)) and
an increased fear about their possible negative consequences (Fear H PAIN).

4.2 Sentence Planning and Plan Revision

In the sentence planning step, a number of activities are performed, all having
in common the characteristics of producing, from an input discourse plan, a new
plan that is, in some sense, “optimized”.
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Aggregation, that is the grouping together of some text segments in order
to enhance coherency and fluency, is considered the most important of these
activities, in the sentence planners that have been proposed so far [5].

Highlighting of primary subjects and reordering of plan tree components are
other ‘affect enhancing techniques’ that may be applied, if needed, after a plan
has been produced and before surface realization starts.

These sentence planning algorithms should not, however, be driven only by
style considerations and should only be applied in specific circumstances, that
depend on the Hearer’s affective state on one side, and on the domain topics on
the other side.

Let us consider, for instance, aggregation. The decision of whether to aggre-
gate sentences or clauses or whether, on the contrary, to emphasize repetitions
in sentences, should consider not only aesthetic parameters, but also the Hearer
characteristics, the degree of difficulty of the topic and its importance.

Example:
Let us suppose that the considered drug has three side effects (nausea,
headache and insomnia), that each effect has its own severity, frequency and
intensity and that the operator in Fig. 4 has been applied in a discourse plan in
which side effects are described in sequence. A text with the following content
will be produced in this case:

“However, I must inform you that this drug may cause some side
effects. The first one is nausea; it is serious, it occurs infrequently, in
a strong form, in sensitive patients. The second one is headache; it is
serious, it occurs infrequently, in a strong form, in sensitive patients.
The third one is insomnia; it is not serious, it occurs frequently, in a
strong form, in sensitive patients.”

This text includes several repetitions, some of which are concerned with “pos-
itive” aspects of this topic (infrequently, in particularly sensitive patients),
other with “negative” ones (it is serious, in a strong form). To avoid increas-
ing the patient fear about the consequences of taking the drug, a plan revision
algorithm may be applied to enhance positive aspects through emphasized
repetition and to mitigate negative ones through aggregation. The following
revised text will be obtained:

“However, I must inform you that this drug may cause some side ef-
fects. A first group of them includes nausea, which occurs infrequently
and only in particularly sensitive patients, and headache which, again,
occurs infrequently and only in particularly sensitive patients; these
side effects are both serious. Then, you may have insomnia: it is not
serious but can be frequent; however, once again I would like to reas-
sure you that it occurs only in particularly sensitive patients. All these
side effects can occur in a strong form.”

Similar considerations may be applied to the other sentence planning techniques
we mentioned before.

4.3 Surface Realization

In the surface realization step, the way that a sentence is rendered (words choice,
sentence structure and style employed) depends, as well, on the topic and on the
Hearer characteristics. Affective text may be obtained by employing rule-based
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heuristics that define when and how empathy elements have to be introduced in
the text. Let us see an example of these heuristics, from the previous text:

Example:

To produce the “however, once again I would like to reassure you that...only...”

from the revised text plan, a rule of the following type is used:

“IF the subtree Explain negative effects of a drug includes “relevant for compli-

ance” items which take unfavourable values AND the patient is particularly fearful

about this type of effects, THEN de-emphasize these items”

Similar rules would produce the various little bit, very, really, may be, kill of
detensifier adjectives, adverbs and verbs in the example in Section 2.

5 From Theory to Practice

We have applied some of the principles outlined in the previous Section to our
tool for generating explanations about drug prescriptions [6], with the aim of pro-
ducing more affective messages. We did not revise, so far, the discourse planning
component: this would require a theory for stating how intensity of knowledge,
intentions and emotions should be updated after each operator has been applied,
or, in other words, a definition of the Decrease and Increase functions in the two
Effect slot of the plan operator in Fig. 4, which is beyond the scope of our present
work. We rather focused our efforts on the sentence planning phase, by specifi-
cally looking at the three affect-conveying operations encountered in our corpus:
treatment of repetitions, highlighting of relevant subjects and reordering of text
spans. To this aim, we introduced a �plan revision step in the architecture of our
generator, after extending the Speaker/Hearer Modelling components and the
Domain Knowledge Base (DKB).

The Hearer Model is enriched with new features that formalise interests,
preferences and a few emotion types (fear, hope, admiration, reproach and grat-
itude). Information items in the DKB are labelled according to hypotheses about
relationships between the Hearer’s knowledge and those aspects of the Hearer’s
mental state that the Speaker (the doctor) intends to achieve. For instance:

– an item ?x whose knowledge may affect the patient’s capability to apply
correctly the suggested treatment plan for a drug ?y is labelled as ‘relevant-
for-correct-treatment’. The cognitive hypothesis, in this case, is that:

(KnowAbout H ?x) → Increases Val (KnowHow H (Take H ?y)).
An example of such an item is ‘drug intake intervals’.

– an item ?x whose knowledge may affect -either positively or negatively- the
patient’s intention to follow the suggested treatment, for instance to take
drug ?y, is labelled as ‘relevant-for-compliance’ and may take ‘favourable’
or ‘unfavourable’ values. The cognitive hypothesis, in this case, is that for
favourable items:

(KnowAbout H ?x) → Increases Val (Goal H (Take H ?y))
and for unfavourable items:

(KnowAbout H ?x) → Decreases Val (Goal H (Take H ?y)).
Relevant for compliance items are related to events that may affect goal-
based emotion categories: for instance, a ‘serious’ or ‘frequent’ side effect of
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a drug will increase the risk of ‘feeling pain’, which raises the Hearer’s emo-
tion of ‘fear’. They may be related, as well, to acts that affect belief-based
emotion categories or compound emotions: for instance, believing that
the doctor ‘cares about the patient’s health state’ may affect the patient
‘gratitude’ towards the doctor [9].

In our affective natural language generator, plan revision algorithms are ac-
tivated by rule-based heuristics that specify when and how affect has to be
added in a text. Examples of rules aimed at, respectively, treating repetitions,
highlighting relevant subjects and reordering text spans are the following:

R1: IF the subtree ‘Explain negative effects of a drug’ includes unfavourable items with the
same value, AND the patient is fearful about pain, THEN aggregate these repetitions.

R2: IF at least one leaf of the plan tree is a ‘relevant-for-correct-treatment’ item AND the
patient is aged THEN substitute the ‘Request to perform treatment’ with a sentence

which introduces the most significant of them.

R3: IF the side effects mentioned in the plan tree are many AND most of them are serious,
THEN make sure that the administration details are mentioned before the side effects.

These rules are represented internally by an algorithm that explores the plan-
tree in a top-down way, and finds out, in order, whether reordering, highlighting
or treating repetition methods have to be applied.

The activated plan revision algorithms apply to the rhetorical structure of
the plan tree to produce a new plan tree in which the intended operation is
performed. These algorithms exploit several properties of the discourse tree, the
main of which is the concept of “most nuclear part” defined by the Rhetorical
Structure Theory [19], to guarantee that discourse coherence is preserved after
plan revision:

– The module for treating repetitions classifies the leaves in the subtree of
interest according to their role (nucleus or satellite) and to their value of
‘relevance-for-compliance’: a new subtree is then produced, in which topics
with ‘unfavourable’ characteristics are grouped, repetitions of these charac-
teristics are pruned out and the correct nuclearity or the discourse is restored.

– The module for highlighting relevant subjects, on the contrary, identifies
‘relevant-for-correct-treatment’ topics among the plan tree leaves, in order
to produce the minimal subtree that generates a summary sentence in which
these topics are mentioned. Such a subtree is subsequently grafted into the
original plan tree, in an appropriate position.

– Finally, the module for text spans’ reordering applies properties of exchange-
ability of satellites in mononuclear RRs and of nuclei in some multinuclear
RRs, to exchange the relative position of two text spans, by again insuring
a final, coherent tree.

Figure 5 shows an example of highlighting subtree (on the right) that was
extracted from the the part of the discourse plan that instructs on how to take a
specific drug (on the left). The ‘relevant-for-correct-treatment’ topics are, in this
example, the drug administration modalities (by mouth, with water); a ‘relevant-
for-compliance’ item (drug efficacy) is also included in the minimal subtree, to
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Fig. 5. Extraction of an highlighting subtree

increase the patient’s intention to take this drug (as in segment 2 of Doctor 2’s
text, in Fig. 1).

The plan revision algorithms, the hypotheses on which they are based and
the experiments which led to their design are described in detail in [6]. Exten-
sion of the affect-conveying techniques to the other phases of natural language
generation (planning and surface realization) is a work still in progress.

6 Conclusions

In this paper we argued for the need for more research about how affect can
be introduced in the automated natural language generation of explanatory and
advisory texts, and we sketched some ideas that may be useful in this respect.

Far from advocating a flouting of Grice’s maxims about natural language
communication [11], we believe that Affective Text Generation requires inter-
preting Gricean maxims in a “relaxed” and extended way. When Grice suggests
to “make your contribution as informative as required”, this should not be inter-
preted as “never repeat something the user already knows, desires or may infer”,
but as “avoid repeating more than what is really needed”. When he recommends
to avoid “ambiguity” or “obscurity of expression”, this should not be interpreted
as “be always fully sincere”, but as “avoid insincerity while not needed”,... and so
on. In this perspective, Grice maxims may be seen as default rules, and affective
texts as exceptions in their application.

As a final observation, our discussion concerned how the user’s emotions
can influence a computer system producing text. A completely different issue
concerns whether the computer system should show its own “emotions” in gen-
erating natural language. Studies have proven that, although conscious of being
interacting with a machine, humans have a clear perception of the computer sys-
tem’s personality [20,8]. On the other hand, it is still to be established whether
users would appreciate a computer system showing the same level of empathy a
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human being would show, and in fact studies produced some evidence that this
may not always be the case [4].
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An Interview with Rosalind Picard,

Author of “Affective Computing”

Q: Can you tell a little bit about the area of “Affective Computing” and the rea-
sons and motivations that drove you to explore this difficult and at the same time
controversial theme?

A: I started thinking about emotion in 1993 while I was trying to give computers
better perceptual abilities. I had been developing algorithms for machine vision
and for modelling video content, and I was interested in extending the machine’s
visual capabilities to other perceptual domains, as well as enhancing its visual
abilities. Over a vacation, I read one of Cytowic’s books about synesthesia –
an interesting phenomenon in humans where the perceptual senses appear to
interact in an unusual way, a phenomenon that pointed to limbic system activity
in the brain. All the human vision literature I had read had focused on cortical
structures, not limbic, so I became curious as to what might be going on beneath
the cortex that had to do with vision. I began to read more neuroscience, where
I gradually began to see that emotion, which has its home in the limbic system,
not only plays a role in human perception, but in many other human aspects
of intelligence that we were trying to emulate in machines. It struck me that
I had never heard AI researchers address the role of emotion in perception,
decision-making, memory retrieval, creativity, and more, and yet it seemed really
important. Furthermore, some of the more recent neuroscience findings showed
that people whose emotions were impaired behaved in a less intelligent way, a way
that I recognised as having problems similar to AI rule-based systems. I found a
lot of ideas that I thought AI researchers should know about, unaware at the time
that there had been any work in AI on emotion. Later, while digging through the
literature and talking with colleagues, I learned that several researchers had not
only thought about giving machine emotions, but had built preliminary systems
along these lines. Most of these were not well known, and were very limited in
their modelling of emotions. As I dug more, reading about the work that had been
done, I was struck that there still seemed to be very little understanding among
computer scientists about the powerful beneficial roles that emotions appear
to play in humans, about the complexity of the human emotional system, and
about the potential for imitating some of these functions in machines.

In the meantime, I had a fully-funded research program in video content
based retrieval, and it was not easy to switch my research agenda. Fortunately,
I am in a lab that encourages risk and change, and several colleagues and spon-
sors of my previous work showed interest in my investigating this “crazy and
impossible-sounding” area. In writing a thought-piece in January 1995 and a
book in 1997, I tried to build a framework for what I called affective computing,
to bring together researchers from neuroscience, computer science, psychology,
cognitive science, pattern recognition, signal processing, medicine, and the social
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sciences to begin to address this difficult area in a thorough and innovative new
way.

Q: Some part of the research of your group goes into capturing emotional states
of the user, from the sensing to the recognition of emotions. Can you briefly
describe what processes and techniques would be needed for example, for my
computer to be able of recognise my emotions at the present moment?

A: We Still don’t know exactly what would be needed in the minimal sense of
this word; it is too early to tell, and it may differ for different people. The issue is
complicated by many factors, perhaps the biggest factor being that individuals
have vastly different comfort levels with different kinds of sensors, and I think
the human needs and desires should come first. Some people are happy to have
a camera pointed at their face and to show genuine facial expressions to the
system, while others consider a camera a major privacy invasion. Some comput-
ers are being worn in clothing, and this affords different kinds of sensors that
can be even more comfortable than cameras. Our research is examining many
different situations – from traditional desktop (keyboard/mouse only) sensing
to innovative wearable computers that afford sensing of physiological and other
behavioural signals.

Q: Some of the results achieved in your team show that you can recognize with
a success rate of about 81%, 8 emotional states (Neutral, Anger, Hate, Grief,
Platonic Love, Romantic Love, Joy and Reverence ), using a physiological based
recognition with an actress expressing those emotions over a period of time. Can
you tell us a little bit more about these impressive results and what type of signals
you are handling? Why did you focus on those 8 emotional states?

A: These results are on data taken from one person over an extended period
of time (twenty days of collection, spanning about five weeks), in contrast with
efforts in psychophysiology that usually focus on lots of subjects over a short
amount of time (usually less than an hour). Our interest was on seeing if physiol-
ogy would show recognisably characteristic patterns for the emotions day in day
out. Previous results on large subject pools have shown a few highly-averaged
characteristics that correspond with certain states, but the results were not useful
for recognising emotional information for an individual, who may vary from this
average. The signals we used were: blood volume pulse, electromyogram (mus-
cle tension), skin conductivity, and respiration. We chose these signals initially
because we had an FDA-approved sensing device that seemed fairly reliable for
these signals and these signals were believed to show some changes with emotion.
This particular set of eight emotions is an unusual one to start with, but we chose
it because we had a copy of Clynes’ sentograph with related software, which has
been used around the world to help subjects actually feel the set of emotions in
each session. The choice, ordering, and means of triggering each of the emotions
has been fine-tuned by Clynes and, in our experience, was a significant aid to the
subject in actually creating the feeling of each emotion day in-day out. Since we
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were especially interested in recognising felt emotions (vs. just a communication
of an emotion, as if an actor was onstage) it was important that we made sure
our subject could self- generate the emotional feeling. (Note that Clynes, while
not a mainstream emotion theorist, is a very fine musician, and chose his list
largely to include emotions communicated in music; hence we find emotions like
love and reverence, which are not on most theorists’ lists.)

Q: How do such results relate with other affective states such as mood?

A: We really haven’t worked on mood recognition yet, and I don’t know of any
results in this area, so I cannot say.

Q: But don’t these physiological signals depend very much on the person, the age,
the gender, (the mood), and especially on his/her hormone levels?

A: There is some evidence for person-dependent patterns, much like each person’s
voice is different. But there have also been some interesting consistencies found
across people. Our interest is in starting with person-dependent recognition,
and then grouping similar persons to extend the results to person-independence
(similar to the successful strategy used by speech recognition researchers.) The
experiment above was the first of its kind in looking at one person over more
than a month where hormone variations, differences in daily caffeine and sugar
consumption, and different moods would be present. Whether or not we could
obtain highly significant recognition accuracy under these variable conditions
was a big question. We were delighted to find that we could, although we also
found that day-to-day variations were significant enough that the formulation of
a daily baseline was critical.

Q: Other than physiological signals, recognising user emotions through facial ex-
pression or through voice analysis seems to also lead to quite impressive results.
How does the success of these recognition modalities compare with the success of
the physiological recognition?

A: So far there have been no comparative studies that consider one subject over
a long period of time, where the subject genuinely tried to feel each emotion.
Much of the data collected for facial expression or vocal expression recognition
is exaggerated or gathered from actors trying to express and not necessarily feel
the emotion, and it is hard to tell how much that has biased the results. It is
also hard to tell how genuine the self-induced emotions in our subject areùshe
often indicated strongly feeling them, being moved to tears during grief, and so
forthùbut also admitted that she had some difficulty self-inducing anger to the
same intensity that it could occur in real life, and that this was dependent on
her mood for the day. In general, automated recognition results of six categories
of affect in speech tend to be lower than the 81% accuracy we obtained based
on eight categories of emotion with physiology, which in turn is lower than the
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80-98% accuracy obtained on a set of six facial expressions (typically the Ekman
six.) It should be noted that rates vary under different experimental conditions,
and the conditions have not been held constant across these domains. Also,
recognition of arousal in speech and in physiology seems to be very good while
recognition of valence from facial expressions is very good, so that combinations
of modalities should give more robust results. Note that all the results reported
to date are on forced-choice selection of a small number of emotion categories,
on pre-segmented data, much like in the early days of speech recognition where
the computer tried to recognise which of eight digits, 1à8, the user was speaking.
Continuous detection and recognition of emotion is a harder problem.

Q: According to Kaiser & Wehrle (in this book) emotion recognition needs to be
done within a temporal and situational context. Do you think that emotion recog-
nition should be enriched with some kind of “environment” analysis in order to
capture at least some aspects of the situational context of the user?

A: Absolutely. We have projects where we analyse the situation jointly with ex-
pression, e.g., is the user repeatedly clicking with signs of increasing frustration
or with a relaxed curious state? In my book I gave an example of a person having
the winning lottery number where reasoning about the situation (they should be
happy) does not agree with the expression on their face (panic, despair). When
situational and expressive variables do not match, this leads to an interesting
state. When they do match, their agreement can be used to boost confidence in
the analysis.

Q: Emotion recognition is only necessary if there is a clear need for a com-
puter/machine to react differently to one or the other emotion, whenever de-
tected, and for the benefit of the user. Can you give us an idea of situations
where such adaptation is necessary?

A: I’m not sure I agree with the premise of the opening statementùif I have
previously said that, then I would word it more carefully today. Recognition is
never “necessary” if users don’t want it – no matter how beneficial designers
might think it is for them. I think it is essential that we honour the users’
feelings first in any system design. That said, let me give an example where
adaptation might be useful and appreciated: My students and I have built a
number of systems that “learn” based on feedback from the user, and to date this
feedback has forced the user to stop what he or she is doing, explicitly rank their
opinion, and communicate this via keyboard and mouse to the computer. This
is time consuming and often taxing on the user – it would be much more natural
and effortless if the computer just watched for signs of pleasure or displeasure,
interest or boredom, etc. while you used the system, and occasionally asked for
clarification or explicit feedback. Since learning systems are being integrated
into a variety of tools these days – computer search algorithms, shopping bots,
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devices that interrupt you with information, and more, many users would like
to find ways to make interaction with them more comfortable and natural.

Emotion recognition might also be useful in some systems that aren’t meant
to react differently to what the user is expressing. We have developed one sys-
tem that “recognised” direct negative or positive input from the user not because
there was a clear need for the system to react differently, but because we hoped
the information could be meaningful to the designer of the system in learning
about its interaction with users in an ongoing way.

Q: In his most recent book, Damásio discussed that the problem of “feeling” emo-
tions is based on the notion of “self” and therefore, there cannot be a “feeling
of an emotion” without consciousness. Does it mean that the work on affective
computing will be forced to consider the long and extensively debated problem of
consciousness?

A: I agree with Damásio on this issue. Our having of emotional feelings is what
many of us refer to as the issue of “emotional experience”. Some aspects of
consciousness seem to be required for emotional experience. Will this hold up
research in affective computing? I don’t think so, because I think that emotional
experience is only one of many aspects of giving machines emotions, and the lat-
ter is only one part of affective computing research. A huge amount of progress
toward affective computing can be made without worrying about consciousness.
However, I find it interesting to try to stay abreast of research on consciousness,
because it will play a critical role in understanding if we can build machines with
emotional experience that approximates ours. Unlike many of my colleagues who
think the latter is merely a matter of time, I do not see it as a foregone conclu-
sion at all; I have yet to see any scientific evidence that the kind of emotional
experience we have can be duplicated in a machine.

Q: Some of the work on emotion synthesis is becoming extremely important in the
construction of human-computer interfaces, in particular in computer characters
that express emotions, show empathy with the user, entertain the user etc. In
this book Paola Rizzo argues that in order to achieve affective interactions such
characters do not necessarily need to “have” emotions. Further, Reeves and Nass
have shown that people in general ascribe human properties to the interfaces and
treat computers in a human-like manner. One may ask then, to what degree one
should explore emotion synthesis if one can achieve “affective interactions” with-
out it anyway?

A: I agree with Rizzo that it is not necessary. Animators for years have done a
powerful job of crafting emotion expression by hand, with no generative models.
However, animators today are recognising the power of automating some of this
process with generative models, if only to offload some of the more tedious as-
pects of their work. But I think synthesis can go much further than this: emotion
synthesis should not just influence expression and behaviour, but also internal



224 Rosalind Picard

workings of the synthetic character, things that may not be seen immediately
to those interacting with the character. The emotion system could work behind
the scenes, guiding what the character attends to and how that information is
learned, stored, and retrieved. Synthetic emotions could guide decision-making,
perception, and motivation, as well as visible expression and behaviour. And,
building such systems will raise important questions about how human and an-
imal emotions work – no doubt inspiring new research in living systems.

Q: In your own terms, affective computing is computing that “relates to, arises
from or deliberately influences emotions”. Does it mean that designing user inter-
faces and computer applications to influence users’ emotions, such as computer
games in general can be considered affective computing? For example, during the
workshop Tetris was mentioned as good example of a game with a strong emotion
arousal leading to a catharsis-like explosive relief of anger.

A: There is a grey area in my definition, like in many definitions. People can
have emotional reactions to just about anything, and to call all such things “af-
fective” would soon render the definition meaningless. When I inserted the word
“deliberately” before “influences” what I had in mind was that the designer’s
considerations of the emotional impact influenced his or her design. With many
designs it is tricky for the designer to articulate their thought process. Many
designers “feel” their way through the design, and are strongly influenced by
its emotional characteristics, but do not systematically or consciously attend to
emotional characteristics; yet that is what their intuition is doing. In these cases
perhaps it is an example of affective computing, but I don’t particularly mind
whether it is called that or not.

Out of curiosity and to check my thinking, I posed this question to one of
the designers of Tetris, Vadim Gerasimov. He said, “I don’t think Tetris was
specifically designed to be affective. In fact we never really discussed the emo-
tional aspects of the games we designed before they were ready. We were looking
for random ideas of engaging game environments never defining what engaging
meant.” He added, “I’ve never experienced strong emotional arousal nor explo-
sive relief of anger with Tetris. So it may not be the best example of affective
computing. On the other hand, some people take success and failure in the puz-
zles far more seriously. ..Tetris, as many other computer games, always ends with
a failure. The objective of the game is to avoid the failure as long as possible.
When the game ends, the player always has to seek a relief of the anger some-
where outside of the game.”

Q: Doesn’t this “manipulation of emotions” lead to some difficult ethical prob-
lems related with individual freedom?

A: Manipulation of emotions leads to ethical questions, whether it’s one person
directly manipulating another person’s emotions, or indirectly, via a machine.
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When we manipulate our own emotions (via choosing music, or choosing to play
a video game that will manipulate them for us) then manipulation is usually
seen as good. I don’t think the ethical questions are substantially different for
affective computing than they are when a computer is not involved, but I do
think it is an area we should take interest in educating people about. Some peo-
ple “trust” things more when they come from a computer, and this could be
problematic.

Q: However, when we think of E-Business we think of “trust”, and it seems that
the presence of affect in E-business interactions may have a negative impact, and
users may consider such applications ”non-trustworthy”. Do you think there is
such a danger?

A: If you believe the theory of Nass-and-Reeves, then it will be perceived as
trustworthy if it behaves in a way that is like a trustworthy person behaves. It is
known that people trust a message from another person more if all their modes of
expression agree (the message is consistent with their voice, face, gestures, etc.)
and trust them less if these modes disagree. The computer may have to mimic
this, or err on the side of showing no expression, since it really can’t mimic the
human body. If the affective abilities are appropriate to the business situation
(read: minimal expression, savvy about signs of liking and disliking and respect-
ful handling of this information) then these abilities should contribute to the
success of the interaction. On the other hand, if “affect” means “some character
showing a lot of emotion in an insensitive way” then I think it’s been wrongly
implemented, and will be detrimental to the interaction.

Q:Part of your research involves the construction of “affective toys” that not only
capture some affective states of the children but also provide affective responses.
Can you tell a little bit more about this area?

A: We have done two projects in this area. For the first project, Dana Kirsch and
I designed and built a “tigger” that has five internal states, each corresponding
to a pattern of human emotional behaviour. The toy also has a half dozen sen-
sors for detecting things like if it is being postured upright and bounced. The
detection of this behaviour, for example, leads to a ôhappyö internal state where
tigger’s ears move upwards and it makes a happy-sounding vocalisation. The
idea is that the toy can serve as an affective mirror, showing a reflection of the
affective qualities with which the child is playing. We evaluated the toy with kids
and found that it can successfully communicate a number of emotional qualities.

Q: Some of the experiments with the affective toys were with autistic children.
How were the results obtained? Do you believe that affective computing will play
an important role for the communication with children and people with social,
motor and mental difficulties?
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A: Our second project involving toys was the design and construction of a system
to help autistic kids. This project, Kathi Blocher’s masters thesis, “ASQ” for
Affective Social Quotient, used stuffed animals (four dwarfs – which signified
angry, sad, happy, and surprise), as a wireless interface to a computer that played
different emotional scenarios. Gathering this footage was half the battle – finding
footage that would capture and hold autistic kid’s interest, while including a
broad range of examples of the four emotions. Six kids participated in trials using
the system at the Dan Marino Centre in Miami, where they were rewarded for
choosing the toy consistent with the emotional situation played by the computer.
Several of the kids showed improvement over a few weeks of sessions in accurately
choosing the right emotions. One child demonstrated generalisation in a home
setting, which was very exciting.

I believe that the problems we face in giving computers affective skills are
very similar to the problems people who work with autistics face. As we develop
tools for computers, we should extend them to autistics, since many of them
may potentially benefit from this technology.

Q:Do you think that one day we will be able to build a machine, which like HAL,
is able to express, “understand”, and perhaps “feel” emotions?

A: I don’t have a short answer to this, because of the complexity involved in the
notions of “understanding” and “feeling” emotions, and because of the differ-
ence between giving the appearance of these things, and really having them at
a non-trivial level. The big problem of course is the aspect of consciousness that
permits awareness of feeling in the same way that we people think of it. To read
more about “building a HAL with emotions” let me refer people to the chapter
I wrote in the book Hal’s Legacy, edited by David Stork, MIT Press, 1997.

Q: Do you think that affective computing may change the gender differences we
find nowadays in the areas of computing?

A: The primary gender-related difference I know about affect is that women as
a group score better than men score as a group when it comes to recognising
emotion. However, women in computing may not score better; it is an interesting
subset to compare, and I don’t know of any such studies within our field. The
technical fields have traditionally attracted people with a higher likelihood of
having autism in their family history, as compared to the non-technical fields,
further adding ammunition to those who think of computer scientists and engi-
neers as not very good at things related to feelings. By recognising important
roles of emotion, and trying to build these into machines, we might not only
help educate current computer scientists about emotional skills, but perhaps it
will attract new kinds of computer scientists. In my own experience, I’ve never
had such a high percentage of women in my research group as I’ve had since
including affect on the agenda, but this is only one data point. I would certainly
like to see more women in the field, and I think most men would agree with this.
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Q: How do you see the future of this fascinating area of affective computing?

A: My hope is that this research area will become one with the highest intel-
lectual and ethical standards, creatively developing radically better interfaces
and computing systems for all kinds of people, not just for the computer elite
or those in power, but for people of all levels of ability. These systems should
always show respect for the user’s feelings, in choice of design and in choice of
system responses to each individual. It is a tragedy when affective sensing or
goofy affective expressions are imposed on users in forms that annoy or belittle
them. I expect that research on constructing high-quality affective systems will
contribute greatly to fundamental new understanding about emotion and its in-
teraction with cognition, perception, health, social interaction, and intelligence.
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